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Introduction

Intelligent data analysis extracts symbolic information and relations between
objects from quantitative or qualitative data. A prominent class of methods
are clustering or grouping principles which are designed to discover and extract
structures hidden in data sets [Jain and Dubes, 1988]. The parameters which
represent the clusters are either estimated on the basis of quality criteria or cost
functions or, alternatively, they are derived by local search algorithms which
are not necessarily following the gradient of a global quality criterion. This
approach to inference of structure in data is known as unsupervised learning
in the neural computation literature. Clustering as a fundamental pattern
recognition problem can be characterized by the following design steps:

1. Data Representation: What data types represent the objects in the
best way to stress relations between the objects, e.g., similarity?

2. Modeling: How can we formally characterize interesting and relevant
cluster structures in data sets?

3. Optimization: How can we efficiently search for cluster structures?

4. Validation: How can we validate selected or learned structures?

It is important to note that the data representation issue predetermines what
kind of cluster structures can be discovered in the data. Vectorial data, prox-
imity or similarity data and histogram data are three examples of a wide
variety of data types which are analyzed in the clustering literature. On the
basis of the data representation, the modeling of clusters defines the notion
of groups of clusters in the data and separates desired group structures from
unfavorable ones. We consider it mandatory that the modeling step yields a
quality measure which is either optimized or approximated during the search
for hidden structure in data sets. Formulating the search for clusters as an
optimization problem allows us to validate clustering results by large devia-
tion estimates, i.e., robust cluster structures in data should vary little from
one data set to a second data set generated by the same data source.

The reader should note that the clustering literature in Pattern Recognition
and Applied Statistics as well as in Communications and Information Theory
pursues two apparently different goal, namely either (i) density estimation or
(ii) data compression. Both goals, however, are tightly related by the fact that
the correct identification of the probability model of the source yields the best
code for data compression. Mathematically, data compression aims at optimal
partitionings of the data and stochastic sampling of partitions yield density
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estimates which are optimized in the maximum entropy sense. This issue is
raised again in sects. , .

Data Representations for Clustering

Various data types have been introduced in the pattern recognition literature.
Mathematically, we distinguish between the object or design space O which
contains different object configurations o ∈ O and the measurement space
F with measurements x ∈ F . Objects might be faces of people and the
corresponding measurements might be intensity or range images. A datum is
defined as a relation between a design space O and a measurement space F .
This relation (o,x) ∈ O × F can represent a functional dependence x : o 7→
x(o) between objects and measurements or a stochastic dependence P {x|o}.
The following categories of data types are most commonly used in data analysis
problems:

Vectorial data characterize an object o by a number of attributes which are
combined to a d-dimensional feature vector x(o) ∈ F ⊂ Rd.

Distributional data of an object o are described by an empirical probability
distribution or histogram P {x|o} over features x ∈ F .

Proximity data are characterized by pairwise comparisons between objects
according to a proximity measure, e.g., x(oi) := {D(oi,oj) ∈ R : 1 ≤
j ≤ n. Dissimilarity measures D(., .) often fulfill additional properties,
e.g., non-negativity, vanishing self-dissimilarity, symmetry and the tri-
angular inequality.

Various polyadic data types like co-occurrence data (word bigrams in linguis-
tics, consumer behavior data in economics, ...) or even more complex data
types (trigrams) are occasionally considered in the empirical sciences but are
not further discussed here.

Modeling Cluster Structure

The goal of clustering is to assign objects with similar properties to the same
clusters and dissimilar objects to different clusters. Mathematically, assign-
ments of objects to clusters are represented by an assignment functionm : O →
{1, 2, . . . , k}, o 7→ m(o). Data clustering pursues the goal to determine a par-
titioning of object space into subsets Gα ≡ {o ∈ O : m(o) = α}, 1 ≤ α ≤ k.
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The space of all clustering solutions is the set of all assignment functions
M = {m : O → {1, 2, . . . , k}}. The quality of these partitions are evaluated
by an appropriate homogeneity measure for the respective data type. De-
pending on the clustering goal the quality is either optimized or the optimum
is approximated which might yield a unique solution or a set of approximat-
ing solutions. The most commonly used clustering costs are invariant under
permutations of the cluster indices. Hierarchical and topological clustering
methods impose additional structure on the partitions. These principles are
briefly sketched for all three data types.

Central Clustering or Vector Quantization

Clustering n objects which are represented as vectorial data X := {xi ∈ F :
1 ≤ i ≤ n} induces a partitioning of the feature space F ⊂ Rd. The set of
objects is partitioned into clusters in such a way that the average distance
of data points to their cluster centers Y = {yν ∈ F : 1 ≤ ν ≤ k} is min-
imized. The representation of data xi by the centroid ym(i) induces distor-
tion/quantization costs Di,m(i) due to information loss. The functional form of
Di,m(i) depends on the weighting of data distortions, in which quadratic costs

Di,m(i) =
∥∥xi − ym(i)

∥∥2
and k means yα =

∑
oi∈Gα xi/|Gα| is the most com-

mon choice. More general distortion measures like lp-norms are occasionally
considered. The cost function for k-means clustering is defined as

Hcc(m;X ) =
∑
i≤n

∥∥xi − ym(i)

∥∥2
. (1)

In Neural Networks, the centroids ym(i) can be implemented by neural feature
detectors which are equipped with a radially symmetric receptive fields and a
global activity normalization. The size k of the cluster set, i.e., the complexity
of the clustering solution, has to be determined a priori or by a problem-
dependent complexity measure [Buhmann and Kühnel, 1993]. A minimum of
the cost function (1) can be found by varying the assignments m(i) which
effectively is a search in a discrete space with exponentially many states. The
optimization procedure implicitly yields the cluster means {yν} by estimating
optimized assignments {m(i)}. A supervised version of central clustering is
discussed as LEARNING VECTOR QUANTIZATION in the literature.

Distributional Clustering

Distributional data represent the co-occurrence of objects and features by his-
tograms [Pereira et al., 1993]. Denote by D = O ×F the data space, i.e., the
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product space of objects o ∈ O and features x ∈ F . In information retrieval,
objects might be documents and features might be keywords. The o ∈ O is
characterized by an empirical conditional distribution P̂ {x|o} (histograms),
i.e., we count the occurrence of a feature value x given the object o.

In distribution clustering objects are grouped according to the similarity
of their histograms P̂ {x|o} with a cluster specific prototypical distribution
of features P

{
x|θm(o)

}
which is parametrized by θα. The natural distortion

measure between two histograms is defined by the Kullback-Leibler diver-
gence (see LEARNING AND STATISTICAL INFERENCE), i.e., Do,m(o) =

P̂ {o}DKL
(

P̂ {x|o}
∥∥∥P

{
x|θm(o)

})
. This idea behind distributional cluster-

ing closely resembles k-means clustering when the Euclidian distance is re-
placed by the KL-divergence. The costs of distributional clustering sum up all
distortions of objects, i.e.,

Hhc(m, θ;X ) = |O|
∑
o∈O

P̂ {o}DKL
(

P̂ {x|o}
∥∥∥P

{
x|θm(o)

})
. (2)

The costs (2) define the log-likelihood of a statistical model which explains
the data X by a mixture of data sources: (i) select an object o ∈ O with
probability P {o}; (ii) choose the cluster α according to the cluster mem-
bership of α = m(o); (iii) select x ∈ F according to the class–conditional
distribution P

{
x|θm(o)

}
. A very insightful relation to rate distortion the-

ory with side information ([Cover and Thomas, 1991]) has been described in
[Tishby et al., 1999] and it is called the Information Bottleneck Method.

Pairwise Clustering

Clustering non-metric data which are characterized by proximity information
and not by explicit Euclidean coordinates can be formulated as a graph op-
timization problem. Given is a graph (V , E) with weights D := {Dij} on
the edges (i, j). The vertices denote the objects to be grouped and the edge
weights encode dissimilarity information. Compact clusters are represented
by a partition of the vertex set with small dissimilarities between all ob-
jects which belong to the same cluster. To simplify the notation, the sub-
set of edges with one vertex in cluster α and one in cluster β is denoted by
Eαβ = {(i, j) ∈ E : oi ∈ Gα∧oj ∈ Gβ}. A meaningful cost function for pairwise
clustering which primarily avoids grouping dissimilar objects into one cluster
is defined by

Hpc(m;D) =
∑
ν≤k

|Gν | ∑
(i,j)∈Eνν

Dij

|Eνν |

 . (3)
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Preferred clusters are subsets of objects with minimal average intra cluster
dissimilarities, weighted by the cluster size |Gν |. This cost function has the
remarkable and for applications extremely valuable invariance that the as-
signments do not change if all dissimilarities are changed by the same off-
diagonal offset D0, i.e., arg minmH

pc(m;D) = arg minmH
pc(m; D̃) with D̃ =

Dij +D0(1− δij).
An alternative to the pairwise clustering cost function (3) has been pro-

posed by [Shi and Malik, 2000] in the context of image segmentation. The
clustering criterion

Hnc(m;D) =
∑
ν≤k

( ∑
(i,j)∈Eνν Dij∑

(i,j)∈E : i∈Gν∨j∈Gν Dij

)
(4)

weighs the intra cluster compactness with the integrated dissimilarities be-
tween objects i ∈ Gν ∨ j ∈ Gν in cluster ν and all other objects. Good
approximate solutions to (4) can be found by spectral graph theory. Origi-
nally, this method has been developed for similarity data Sij = exp(−Dij/∆)
and it was formulated as a minimization of the normalized cut of similarities
between two clusters.

A pairwise clustering principle based on local object similarity rather than
global cluster compactness has been suggested in [Blatt et al., 1997] exploit-
ing an analogy to granular magnets. Locality is achieved by the exponential
transformation Sij = exp(−Dij/∆) which effectively decouples objects with
Dij � ∆. The granular magnet concept has been abstracted to the method
of typical (multiway) cuts [Gdalyahu et al., 2001] which produces randomized
approximations to clustering solutions with small inter-cluster similarity. The
costs for this percolation type model is given by

Hmc(m;S) =
∑

(i,j)∈E

Sij −
∑
ν≤k

∑
(i,j)∈Eνν

Sij =
∑
ν≤k

∑
µ≤k
µ 6=ν

∑
(i,j)∈Eνµ

Sij (5)

The identity in (5) relates similarity to neighbors of the same cluster to the
combinatorial optimization problem to find a multi-cut in the graph (V , E).
Hmc(m;S) stresses local consistency in clustering, whereas Hpc(m;D) empha-
sizes global compactness of clusters. The granular magnet clustering model
generalizes the nearest neighbor linkage methods, a popular graph theoretic
clustering technique [Duda et al., 2001].

Topological and Hierarchical Clustering

The four proposed clustering criteria for vectorial, histogram and proximity
data evaluate cluster configurations in a permutation invariant way. In neuro-
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biology, a topological organization of neurons is often imposed to ensure that
nearby neurons process related information in feature space. Respective net-
work structures are known as SELFORGANIZING FEATURE MAPS. All the
introduced clustering principles (1–5) can be generalized to topology preserv-
ing clustering methods by replacing the unique assignments o 7→ m(o) with
probabilistic assignments o 7→ α with probability Tm(o),α. The cost function
for clustering vectorial data translates to

Hsom(m;X ) =
∑
i≤n

∑
ν≤k

Tm(i),ν‖xi − yν‖2. (6)

In case that T defines a d̃-dimensional neighborhood system the costs (6)
prefer arrangements of centroids on a d̃-dimensional smooth manifold in the d-
dimensional feature space. The additional quantization errors inflicted by the
probabilistic assignments are also known in the information theory literature
[Cover and Thomas, 1991] as index confusion ν → α due to channel noise.
The same principle can be formulated for histogram clustering and for pairwise
clustering.

In many application areas a hierarchical partitioning of the object space is
favored over unconstraint or topological partitions. The reasons for this pref-
erence are either computational, since tree-like structures support rapid data
access and efficient algorithmics, or the data source is hypothesized to be of
a tree-like nature. The assignments of objects to clusters have to observe an
inclusion principle [Jain and Dubes, 1988] which ensures that subpartitions at
a fine level observe the partitions higher up in the tree. It is important to in-
clude information of the tree topology in the clustering criterion. Cluster trees
resemble decision trees in classification and they can be naturally implemented
in biological brains by layered neural networks.

Optimization

The clustering cost functions can be minimized by various deterministic or
stochastic methods from combinatorial and continuous optimization. A widely
used class of methods estimate the clustering parameters in an iterative way
by first keeping the continuous cluster parameters (centroids, prototype his-
tograms) fixed and optimizing the assignments. In a second step the continu-
ous parameters are calculated from the new assignments.
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The k-Means Algorithm

A wellknown algorithm for online estimation of prototypes in central clustering
is the k-means algorithm [MacQueen, 1967]. The k means {yν |ν = 1, . . . , k}
are initialized by the first k data points {xi : 1 ≤ i ≤ k}. A new data
vector xt+1, t ≥ k is assigned to the closest mean yα according to the nearest
neighbor rule

m(t+ 1) = arg min
ν
‖xt+1 − yν‖ , (7)

ties being handled appropriately. The new mean vector is adjusted in response
to data vector xt+1 according to the learning rule

y
(t+1)
m(t+1) = y

(t)
m(t+1) +

1∣∣Gm(t+1)

∣∣ (xt+1 − y
(t)
m(t+1)

)
. (8)

All other means yν , ν 6= m(t + 1) remain unchanged. The learning rule (8)

adjusts the closest mean yα proportional to the deviation (xt+1−y
(t)
α ) normal-

ized by the number of data vectors which have already been assigned to this
cluster center.

Probabilistic Partitioning Algorithms

The class of stochastic optimization algorithms with SIMULATED or DETER-
MINISTIC ANNEALING as the most prominent techniques plays an eminent
role in pattern recognition. The variables of the optimization problem, e.g.,
the assignments in clustering, are treated as random variables of a stochas-
tic (Markovian) process. The Markov Chain Monte Carlo algorithm samples
from a set of data partitionings which are all considered to be compatible with
the data. The size of this set has to be controlled by a cluster validation
scheme. Robust clustering methods are derived from the maximum entropy
principle which states that assignments are distributed according to the Gibbs
distribution

P(m;X ) = exp
(
−(Hcc(m;X )− F )/T

)
, (9)

F = −T log
∑
m∈M

exp (−Hcc(m;X )/T ) . (10)

The “computational temperature” T serves as a Lagrange parameter for the
expected costs. The free energy F in Eq. (10) can be interpreted as a smoothed
version of the original cost function Hcc [Rose et al., 1990]. The cost function
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Hcc which is linear in the assignments yields a factorized Gibbs distribution

P(m;X ) =
∏
i≤n

exp(−Di,m(i)/T )∑
µ≤k exp(−Di,µ/T )

=
∏
i≤n

Pi,m(i) (11)

Pi,ν :=
exp(−Di,ν/T )∑
µ≤k exp(−Di,µ/T )

∀ν ∈ {1, . . . , k}. (12)

Pi,ν denote expectation values of assignments. The centroids have to maximize
the entropy of the Gibbs distribution which yields the centroid constraint

0 =
∑
i≤n

Pi,ν
∂

∂yν
Di,ν , ∀ν ∈ {1, . . . , k} . (13)

The Gibbs distribution (11) can also be interpreted as the complete data likeli-
hood for mixture models with parameters Υ. Basically, the Gibbs distribution
of the k clusters describes a mixture model with equal priors for each compo-
nent and equal, isotropic covariances. The assignments m(i) and their expec-
tations Pi,ν correspond to the unobservable variables in mixture models and
the component densities, respectively. Algorithmically, the centroids and the
expected assignments are estimated in an iterative fashion by solving the cen-
troid equation (13) for fixed expected assignments and, subsequently, inserting
the centroids in (12) [Rose et al., 1990, Buhmann and Kühnel, 1993].

The temperature parameter T controls the uncertainty of the clustering
problem, i.e., in the limit T → 0 the solution of (12) corresponds to hard
clustering with Boolean assignments Pi,ν ∈ {0, 1} of a data vector xi to the
closest cluster center yν . Large temperature represents the uncertain limit
with partial assignments of data vectors to several clusters (0 ≤ Pi,ν ≤ 1).
The reader should note that the iterative search for solutions of (12) and (13)
is guaranteed to yield a local minimum of the costs which, however, could be
far from the global minimum.

Gaussian Mixture Models

Natural clusters in data sets are modelled by a mixture of stochastic data
sources [McLachlan and Basford, 1988]. Each component of this mixture, a
data cluster, is described by a univariate probability density which is the
stochastic model for an individual cluster. The sum of all component den-
sities forms the probability density of the mixture model

P (x; Θ) =
∑
ν≤k

πν p(x; θν) . (14)
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Let us assume that the functional form of the probability density P (x; Θ) is
completely known up to a finite and presumably small number of parameters
Θ = (θ1, . . . , θk). For the most common case of Gaussian mixtures, the param-
eters θν = (yν ,Σν) are the coordinates of the mean vector and the covariance
matrix. The a priori probability πν of the component ν which is assumed to
be known is called the mixing parameter.

Adopting this framework of parametric statistics, the detection of data
clusters reduces mathematically to the problem how to estimate the param-
eters Θ of the probability density for a given mixture model. A powerful
statistical technique for finding mixture parameters is the maximum likeli-
hood (ML) method [Duda et al., 2001], i.e., one maximizes the probability of
the independently, identically distributed data set {xi : 1 ≤ i ≤ n} given
a particular mixture model. For analytical purposes it is more convenient to
maximize the log–likelihood

L(Θ) =
∑
i≤n

logP (xi; Θ) =
∑
i≤n

log

(∑
ν≤k

p(xi; θν)πν

)
(15)

which yields the same maximum likelihood parameters Θ. The straight-
forward maximization of Eq. (15) results in a system of transcendental equa-
tions with multiple roots. The ambiguity in the solutions originates from the
lack of knowledge which mixture component ν has generated a specific data
vector xi and, therefore, which parameter θν should be influenced by xi in the
estimation procedure.

An efficient solution to overcome the computational problem, how to es-
timate parameters of mixture models with the maximum likelihood method, is
provided by the expectation maximization (EM) algorithm [Dempster et al., 1977].
The EM algorithm estimates the unobservable assignments in a first step. The
estimates are denoted by Pi,ν . On the basis of these maximum likelihood esti-
mates {Pi,ν}, the parameters Θ are calculated in a second step. An iteration
of these two steps renders the following algorithm for Gaussian mixtures:

• E-step: The expectation value of the complete data log-likelihood is
calculated conditioned on the observed data {xi} and the parameter
estimates Θ̂. This yields the expected assignments of data to mixture
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components, i.e,

P
(t+1)
i,α =

p(xi; ŷ
(t)
α , Σ̂

(t)
α )πα∑

ν≤k p(xi|ŷ
(t)
ν , Σ̂

(t)
ν )πν

=
πα|Σ̂(t)

α |−1/2 exp(−1
2
(xi − ŷ

(t)
α )T

(
Σ̂

(t)
α

)−1

(xi − ŷ
(t)
α ))∑

ν≤k πν |Σ̂
(t)
ν |−1/2 exp(−1

2
(xi − ŷ

(t)
ν )T

(
Σ̂

(t)
ν

)−1

(xi − ŷ
(t)
ν ))

.(16)

• M-step: The likelihood maximization step estimates the mixture pa-
rameters, e.g., centers and variances of the Gaussians ([Duda et al., 2001],
pp. 89)

ŷ(t+1)
α =

∑
i≤n P

(t+1)
i,α xi∑

i≤n P
(t+1)
i,α

, (17)

Σ̂(t+1)
α =

1∑
i≤n P

(t+1)
i,α

∑
i≤n

P
(t+1)
i,α

(
xi − ŷ(t+1)

α

) (
xi − ŷ(t+1)

α

)T
. (18)

Note that the Eqs. (17,18) have a unique solution after the expected assign-

ments {P(t+1)
i,α } have been estimated. The monotonic increase of the likelihood

up to a local maximum guarantees the convergence of the EM algorithm.

Mean Fields for Pairwise Clustering

Minimization of the quadratic cost function (3) turns out to be algorithmi-
cally complicated due to pairwise, potentially conflicting correlations between
assignments. The deterministic annealing technique, which produces robust
reestimation equations for central clustering in the maximum entropy frame-
work, is not directly applicable to pairwise clustering since there is no analyt-
ical technique known to capture correlations between assignments m(i) and
m(j) in an exact way. Meanfield Annealing, however, approximates the in-
tractable Gibbs distribution by the best factorial distribution. The influence
of the random variables m(j), j 6= i on m(i) is treated by a mean field which
measures the average feedback on m(i). Mathematically, the approximation
problem to calculate the Gibbs distribution is replaced by a minimization of
the Kullback-Leibler divergence between the approximating factorial distribu-
tion and the Gibbs distribution [Hofmann and Buhmann, 1997]. A maximum
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entropy estimate of the mean fields hiν yields the transcendental equations

Pi,ν =
exp(−hiν/T )∑
µ≤k exp(−hiµ/T )

, (19)

hiν =
1

nπν

∑
(i,j)∈E

Pj,ν

Dij −
1

2nπν

∑
(j,r)∈E

Pr,νDjr

 . (20)

The variables hiν depend on the given distance matrixDik, the averaged assign-
ment variables {Pi,ν} and the cluster weights πν :=

∑
i≤n Pi,ν . Equation (20)

suggests an algorithm for learning the optimized cluster assignments which
resembles the EM algorithm: In the E-step, the assignments {Pi,ν} are esti-
mates for given {hiν}. In the M-step the {hiν} are reestimated on the basis of
new assignment estimates. This iterative algorithm converges to a consistent
solution of assignments for the pairwise data clustering problem which locally
maximizes the entropy.

Cluster Validation

One of the most important problems in data analysis besides proper mod-
elling is to test solutions of pattern recognition problems for robustness. The
influence of noise in the data on the estimates of cluster centers in central clus-
tering should be minimal in the large data limit. The data analyst, therefore,
requests that the clustering solution should be similar if the clustering algo-
rithm partitions a second data set from the same data source. This robustness
requirement limits the number of clusters which can be reliably inferred from
the data. If too many clusters are supposed to be estimated then the noise
will strongly influence the values of the clustering parameters.

The field of STATISTICAL LEARNING THEORY addresses robustness
questions and model complexity issues in the context of supervised learning,
in particular for classification and regression. The same tradeoff between the
complexity of the hypothesis class and the amount of data limits the inference
precision in unsupervised learning tasks as data clustering. Theoretical results
have to estimate the probability of large deviations between solutions found on
two different sample sets. Assume that the cluster solution is quantified by the
costs H(m;X ) and that we have two data sets X (1),X (2). The costs H(m;X )
might have the combinatorial forms (1–5) or it could be the log-likelihood (15)
for density estimation. The optimal cluster assignments w.r.t. the two data
sets are m(1),m(2). A robustness criterion based on large deviation theory
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should bound from above the probability

P
{
H(m(1);X (2))−H(m(2);X (2)) > ε

}
≤ δ, (21)

i.e., we require that the optimal solution on the first data set also performs
well on a second data set X (2) with high probability 1− δ. Statistical learning
theory relates this deviation to the complexity of the solution spaceM. Algo-
rithmically, such a complexity control can be implemented by cross-validation,
where the algorithm stops to further improve the solution in the optimization
process when the costs on the second sample set increase again. This procedure
tries to avoid overfitting of model parameters to the data.

Classical strategies to validate clustering solutions are based on Bayesian
model selection. The number of modes in mixture model inference can be
limited by regularization, e.g., by the MINIMUM DESCRIPTION LENGTH
principle [Duda et al., 2001] which implements the Occam’s razor principle for
inference. Alternatives to this criterion are the Bayesian Information Crite-
rion (BIC), Akaike’s Information Criterion (AIC) or the Network Information
Criterion (NIC) [Ripley, 1996] which all penalize the complexity of the model,
e.g., the number of clusters and their cluster parameters. These criteria are
asymptotic (n→∞) in nature.

Discussion

Data clustering as one of the most fundamental information processing pro-
cedure to extract symbolic information from sub-symbolic data follows the
four design steps of Pattern Recognition: (i) data representation, (ii) struc-
ture definition, (iii) structure optimization and (iv) structure validation. It
is still very speculative how these mathematical structures are implemented
in biological brains. Neurons with localized receptive fields might provide the
neural correlate of centroids in Euclidian feature spaces. Relational data might
be represented by neurons which function as comparators. The stochastic dy-
namics of neurons naturally introduces randomness in the search process for
compact cluster structures and, thereby, introduces robustness against fluctu-
ations in the data analysis process.
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