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Abstract. Path Based Clustering assigns two objects to the same clus-
ter if they are connected by a path with high similarity between adjacent
objects on the path. In this paper, we propose a fast agglomerative algo-
rithm to minimize the Path Based Clustering cost function. To enhance
the reliability of the clustering results a stochastic resampling method
is used to generate candidate solutions which are merged to yield em-
pirical assignment probabilities of objects to clusters. The resampling
algorithm measures the reliability of the clustering solution and, based
on their stability, determines the number of clusters.
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1 Introduction

Clustering objects into separated groups is an important topic in exploratory
data analysis and pattern recognition. Many clustering methods group the data
objects together to “compact” clusters with the assumption that all objects
within one group are either mutually similar to each other or they are similar with
respect to a common representative or centroid. The most prominent example
of this concept is given for vectorial data by k-means, but pairwise clustering
[3,4] and distributional clustering [6,7] are conceptually analogous methods for
proximity and histogram data. An alternative principle to define clusters is the
connectedness of data subsets which occupy elongated regions in feature space
like spiral arms, circles or tube like data distributions. The spiral data set with
the three arms in fig. 1(a) serves as an example of this type. k-means clustering
and pairwise variants of it fail to extract the correct data patterns.

The well known single linkage algorithm, sometimes also called minimum
spanning tree clustering algorithm [4] is able to find elongated (connected) struc-
tures in the data. A well-known problem of the minimum spanning tree algorithm
is its extreme sensitivity against outliers as shows in figure 1(b). All but three
objects are members of the same cluster. The two objects on the left (depicted
by +) and the single object in the right part (depicted by 2) form isolated clus-
ters, since their minimal distance to all other objects is larger than the links



Fig. 1. (a) Pairwise Data Clustering is robust against outliers, but it prefers
compact clusters. (b) Despite the fact that Minimum Spanning Tree Clustering
can extract elongated structures, it is very sensitive to noise.

between the other objects. The Path Based Clustering approach [1] is able to
extract elongated structures from the data in a robust way. The intuitive picture
that two objects should be assigned to the same cluster if they can be connected
by a mediating path of intermediate objects is modelled by a new cost function
which is defined in section 2.

The new agglomerative optimization is achieved by a fast algorithm with
satisfactory results. The agglomerative optimization is presented in section 3.
For very noisy data, however, two clusters may be connected by small links or
bridges which render the clustering results unreliable. We propose a resampling
method based on bootstrap replications to avoid this detrimental effect (see sect.
4). Resampling is used to estimate probabilistic cluster assignments, thereby
significantly enhancing the stability of the results. Resampling also allows us
to measure the reliability of the resulting grouping. This approach is inspired
by another important resampling method for clustering introduced in [2] which
samples cuts on the basis of Karger’s contraction algorithm [5].

The reliability measure provides us also with a statistical criterion to deter-
mine the number of clusters which is often not known a priori. Our criterion for
model order selection chooses the number of clusters with the highest stability as
the preferable solution. In section 5 we use the presented techniques for image
segmentation. To show the generality of the clustering technique it is applied
to segmentation on the basis of texture. The method has also been applied to
grouping proteins and mircoarray data [8] in computational molecular biology.

2 Cost Function for Path Based Clustering

Assume the data objects are described by their pairwise dissimilarities. The ma-
trix of dissimilarities is denoted by D and the set of objects by O = {o1, . . . , on}.
A mapping function c : O → {1, . . . , k}maps each object to one of the k labels. A



cost function H : C → R+ has to be defined, which ranks each possible mapping
function c to the non-negative real numbers in such a way that the minimum of
the cost function H(c) is the proper solution of the grouping problem. With C
we denote the set of all possible mapping functions. In the sequel we denote by
Oν(c) the set of objects, which are mapped to cluster ν by the current mapping
function c.

The core of every clustering principle is given by a criterion to decide when
two objects should belong to the same cluster. In pairwise clustering two similar
objects oi, oj should be assigned to the same cluster, i.e., a small Dij favors
c(i) = c(j). This concept can be generalized by assuming that object similarity
behaves transitive in many applications. Therefore, we consider all paths Pij(c)
from object oi to object oj where all other objects on a connecting path belong
to the same cluster as oi and oj . The dissimilarity mediated by a particular path
p ∈ Pij(c) is defined as the maximal dissimilarity on this path. The effective
dissimilarity between two objects is calculated as the minimum over all path
distances, i.e.,

Deff
ij = min

p∈Pij(c)

{
max

1≤h≤|p|−1
Dp[h]p[h+1]

}
. (1)

With the definitions of the effective dissimilarity we are able to define the
Path Based Clustering cost function. The costs for each cluster will be the mean
effective dissimilarity multiplied by the number of objects within the cluster.
The Path Based Clustering cost function is defined as

Hpbc(c;D) =
∑

ν∈{1,...,k}

1
|Oν(c)|

∑
oi∈Oν

∑
oj∈Oν

Deff
ij (c;D) . (2)

This cost function is invariant to additive shift and to scaling of dissimilarities.

3 Optimization

Many partitioning problems are known to be NP-hard. It is unlikely to find an
efficient algorithm which finds the global minimum of the partitioning function
unless P = NP. To avoid an exhaustive search in the exponentially large space
of all mapping functions, we suggest a fast agglomerative optimization heuristic.

Computing cluster costs: Before the agglomerative method is presented a fast
algorithm to compute the Path Based Clustering function is given, which is
needed for the agglomerative method. The cluster costs Cν of a cluster ν are the
sum over all effective dissimilarities within the cluster, i.e.,

Cν (c;D) =
∑

oi∈Oν

∑
oj∈Oν

min
p∈Pij(c)

{
max

1≤h≤|p|−1
Dp[h]p[h+1]

}
. (3)

The computation of Cν can be solved with a variation of the Floyd-Warshall
algorithm for the ALL-PAIRS-SHORTEST-PATH problem with O(n3) running time.



The following observation helps to design a faster algorithm than the Floyd-
Warshall version. Assume a partition of all objects of the cluster into ` subsets
is given. For each subset all effective dissimilarities within the subset are known.
Assume further that all links between the subsets are larger than all known effec-
tive dissimilarities within the subsets. In such a case the effective dissimilarity
between the two subsets which are connected by the smallest link is equal to
the dissimilarity of the smallest link. The smallest link describes the effective
dissimilarity for each pair of objects between the two subsets.

This observation is used to create a recursive algorithm which is similar to
Kruskal’s MINIMUM SPANNING TREE algorithm. We start with a partitioning into
n singletons, i.e., each subset contains exactly one object. The initial cluster costs
vanish. All input dissimilarities are visited in increasing order. If a dissimilarity
is found where the respective objects are in different subsets, this dissimilarity is
the effective dissimilarity for each pair of objects from the two respective subsets.
The multiplication of this dissimilarity value with the number of objects in the
first subset and the number of objects in the second subset is added to the inner
cluster costs. If only one subset remains, the inner cluster costs are computed.
This algorithm computes the cluster costs of one cluster.

Agglomerative Optimization: The agglomerative optimization starts with n clus-
ters, where exactly one object is assigned to each cluster. In each step two clusters
are merged together. Assume a mapping function c` : O → {1, . . . , `} for ` clus-
ters is given. Each disjoined pair of clusters is a candidate for merging. This
yields a set of candidate mapping functions c`−1 : O → {1, . . . , `− 1}, with

∀ 1 ≤ i < j ≤ ` : c`−1
i∪j (o) =


c`(o) if c(o) /∈ {i, j, `}
i if c(o) ∈ {i, j}
j if c(o) = `

(4)

From all candidate mapping functions the mapping

c`−1 = argmin
1≤i<j≤`

{
Hpbc

(
c`−1
i∪j

)}
, (5)

is chosen which minimizes the Path Based Clustering cost function. The al-
gorithm merges clusters until the desired cluster number is reached. On each
level of the agglomerative clustering the Path Based Clustering function has to
be recalculated `2 times. A naive implementation requires a running time of
O

(
n3(m + n) log n

)
, where n is the number of objects and m is the number of

knwon dissimilarities. Using a priority queue to manage the pairs of clusters,
which are candidates for merging, the running time is reduced to O(n3 log n).

4 Resampling

The agglomerative optimization yields satisfactory results and has a low running
time, but we can not guarantee that the global minimum of the Path Based
Clustering cost function is found. Furthermore, the result for two instances drawn
from the same data distribution should be comparable.



Fig. 2. Result of the resampling method. (a) The cluster assignments are cho-
sen as the maximum likelihood of the cluster assignment probabilities. (b) The
probability of the cluster assignments of the maximum likelihood assignments
for each object. Dark color shows a high probability.

Maximum Likelihood Mapping: We suggest the following resampling scheme to
get an empirical probability distribution over the cluster assignments for each
object. Draw B different data sets by sampling n objects with replacements inde-
pendent of the input instance. As in a bootstrap replications for error estimation
some objects may occur multiple times in the resampled instance. The B mul-
tisets of objects on the resampled data set are denoted by Ob (1 ≤ b ≤ B). The
agglomerative optimization algorithm is used to get a mapping function cb for
each of the B replications. To estimate the probability of cluster assignments for
each object, the B mapping solutions are brought into correspondance, thereby
taking into account that a mapping is invariant to permutation of cluster labels.
Let hb

o : {1, . . . , k} → N be the histogram of cluster assignments for the first
b mappings of each object o. The permutation πb+1

o : {1, . . . , k} → {1, . . . , k},
which optimally fits a new mapping cb+1 to the given histograms

{
hb

o |o ∈ O
}

is

πb+1 = argmax
π∈Sk

 ∑
o∈Ob+1

hb
o

(
π

(
cb+1(o)

))∑
1≤`≤k hb

o(`)

 , (6)

where Sk is the symmetric group of k elements. The problem of finding the best
permutation can be transformed to a maximum bipartite matching problem, for
which fast flow algorithms are known.

With the help of the permutations we can estimate empirical cluster as-
signment distributions p̂o(`) for each object. The maximum likelihood mapping
function ĉ(o) = argmax1≤`≤k p̂o(`) is derived from these empirical distributions.

Figure 2(a) shows the maximum likelihood mapping for our example. The
three noisy spiral arms are clearly found, but there are some unreliable assign-
ments in the area of low density between the spiral arms. The empirical cluster
assignment probability yields the information, how reliable the cluster assign-



Fig. 3. The mean clus-
ter assignment probabil-
ity of the maximum likeli-
hood estimation (dashed)
and random assignments
(dash-dotted) and the rel-
ative difference of both
(solid).
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ments are. In figure 2(b) the probabilities of the maximum likelihood assignments
are drawn. Dark gray values denote high probabilities of the maximum likelihood
assignment whereas a light gray value denotes low assignment probabilities. Note
that the objects in the center of the spiral arms are almost assigned with cer-
tainty whereas assignments of objects between clusters are uncertain.

Estimated Number of Clusters: The mean cluster assignment probability p̄ =
1
|O|

∑
o∈O p̂o (ĉ(o)) can be used to indicate the number of clusters for which the

maximum likelihood mapping ĉ has the highest stability. In figure 3 the dashed
line shows the mean cluster assignment probability of the given example for a
differing number of clusters. In this example the solution with three clusters has
the largest mean cluster assignment probability, but in general it is not enough
only to consider the mean cluster assignment probability. For example for n
clusters the cluster assignment probability is always 1 since we use the optimal
permutation. The dotted line shows the mean cluster assignment probability
of an algorithm which chooses the mapping function randomly. As an index to
indicate the number of clusters for the given problem, which produces a solution
with highest stability. According to [8] we use the number of clusters, which
maximizes the difference between the mean cluster assignment probability of the
maximum likelihood assignment p̄ and the mean cluster assignment probability
of random assignments p̄0 relative to the risk of the random cluster solution.

k∗ = argmax
2≤i≤n

{
p̄− p̄0

1− p̄0

}
(7)

The solid line in figure 3 shows the relative difference for a small number of
clusters. The index reaches the maximum for three clusters.

5 Applications

Path Based Clustering is presented as a general clustering method independent
of its application. To demonstrate its versatility, we have applied it to texture



Fig. 4. Performance on a testbed
of 100 Mondrian images: left
without projective distortion and
right with projective distortion.
On the y-axis the percentage
of correctly classified labels is
drawn. The figure shows the
boxplots for Histogram Cluster-
ing (HC), Pairwise Clustering
(PWC) and Path Based Clus-
tering (PBC). The boxes show
the median, the first and second
quartile.
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segmentation. In images which are projectively transformed, the clusters form
elongated structures in features space, which renders conventional texture seg-
mentation methods like Pairwise Clustering [3] or the Histogram Clustering [7]
inappropriate, since they are based on compactness. Histogram Clustering can
be regarded as a version k-means clustering in the histogram space.

To derive the dissimilarity matrix, a convolution with a multiscale family of
Gabor wavelets is performed according to [1]. At each image position on a regular
grid overlayed on the image an empirical distribution of the Gabor responses is
estimated. The pairwise dissimilarities are derived as the result of a statistic X 2

test for each pair of empirical distributions.

To demonstrate the performance of Path Based Clustering a testbed of 100
Texture Mondrians was created. The textures from the Brodatz album are pro-
jectively transformed. In each Mondrian image five textures are combined to one
image. Figure 4 gives a statistical evaluation of the results on the testbed. The
left part is the statistics for Mondrian images without projective distortion and
the right part is a test with the described projective transformations. The re-
sults are compared to the ground truth assignments. For each clustering method
a boxplot is drawn. The three lines of the boxes are the median, the first and
third quartile of the percentage of matches. The two other lines show the rest of
the data and the crosses are outliers. On the testbed without distortion the three
methods are comparable, but on the testbed with projective distortion the Path
Based Clustering performs best. The average running time for one 512 × 512
image is 10 minutes on a 1GHz-Pentium processor if the number of bootstrap
replications is 100 for each image.

In a second test we applied the new Clustering approach to real world im-
ages. Figure 5 shows the input images, the resulting maximum likelihood as-
signments of Path Based Clustering and the assignment probabilities. The as-
signment probabilities are lower on the real world images than on the artificial
Mondrian images, but one can clearly observe that the probability of assignment
to the maximum likelihood solution is higher in the center of the different texture



Fig. 5. Texture segmenta-
tion on real world images
with Path Based Cluster-
ing: input image, segmen-
tation result and cluster
assignment probability.

parts. Here again the assignment probability is very low only on the borders of
the textures.

6 Conclusion

In this paper a fast agglomerative optimization algorithm for Path Based Clus-
tering is presented, which yields satisfactory results in many cases. A bootstrap
resampling method further increases the robustness of the results and it pro-
vides us with a measure for the reliability of cluster assignments. The reliability
measure can be used to select the number of clusters, which has the highest
stability. The applicability of the new clustering approach is shown for image
segmentation of images with strong texture gradients.
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