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Abstract. The concept ofcluster stability is introduced to assess the validity
of data partitionings found by clustering algorithms. It allows us to explicitly
quantify the quality of a clustering solution, without being dependent on external
information. The principle of maximizing the cluster stability can be interpreted
as choosing the mostself-consistent data partitioning. We present an empirical
estimator for the theoretically derived stability index, based on resampling. Ex-
periments are conducted on well known gene expression data sets, re-analyzing
the work by Alonet al. [1] and by Spellmanet al. [8].

1 Introduction

Clustering is an unsupervised learning problem which aims at extracting hidden structure
in a data set. The problem is usually split up into several steps. First, it has to be specified
what kind of structure one is interested in. Then, the cluster model has to be chosen such
that it extracts these structural properties. Finally, the “correct” number of clusters has
to be selected. The validation schemes for this task can roughly be divided intoexternal
andinternal criteria. An external criterion matches the solution to a priori information,
i.e. external information not contained in the data set. An internal criterion uses only the
data at hand and does not rely on further a priori information.

In this work, we address the last step, themodel order selection problem. We assume
that the modeling step has already been finished and that it remains to estimate the cor-
rect number of clusters. We try to make as few assumptions about the actual clustering
method used, in order to keep our criterion as general as possible. Therefore, a clustering
algorithm over some object spaceX is a function which assigns one ofk labels to each
element ofX, whereX is a finite subset ofX . Specifically, we do not assume that the ob-
ject space is a vector space or that the clustering provides some fitness measure, as would
be the case if clustering were understood as mixture density estimation. Furthermore,
our criterion isinternal and does not rely on additional knowledge.

Our validation approach is based on the notion ofcluster stability. The criterion mea-
sures the variability of solutions which are computed on different data sets sampled from
the same source. The stability concept has a clear statistical interpretation as choosing
the most self-consistent clustering algorithm (see section 2).

From a technical viewpoint, our method refines related approaches initially described
in [2], and later generalized in different ways in [3] and [4]. From a conceptual view-
point, however, it extends these heuristic approaches by providing a clear theoretical
background for model selection in unsupervised clustering problems.
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2 Stability

Requirements for the goodness of a clustering algorithm are derived from the following
considerations. The clustering algorithmα is applied to some dataX = (X1, . . . , Xn).
It is required that one gets essentially the same solution for a second data setX̃ =
(X̃1, . . . , X̃n) sampled from the same source. We call such algorithmsself-consistent.

By assumption, a clustering algorithm only computes labels for its input setX =
(X1, . . . , Xn), and not for the whole object spaceX . Therefore, we need an auxiliary
construction to compare clustering solutions on different sets. We extend the labeling
Y = (Y1, . . . , Yn) := α(X) to the whole object space by a predictorg trained on
X,Y, written asg(•;X,Y). We setαX(x) := α(X)i = Yi if x = Xi andαX(x) :=
g(x;X, α(X)) if x /∈ {Xi|i}. The self-consistency (or stability) for two i.i.d. data sets
X, X̃ is then measured as the fraction of differently labeled points:

dX(αX, αX̃) := n−1
∑n

i=1
1{αX(Xi) �= αX̃(Xi)}. (1)

This quantity depends on the choice of the predictorg. Note that the predictor is only
applied to the clustering solution of̃X, while the solution onX remains fixed. Due to this
asymmetry, the measured stability cannot be arbitrarily reduced by choosing a certain
g. This means that even the predictor minimizingd cannot induce artifical stability. On
the other hand, the measured stability value is still meaningful for other choices ofg,
which can lead to lower measured stability. In this case, the only possible side-effect is
that intrinsically stable solutions might remain undetected. These considerations are an
improvement over what Fridlyand and Dudoit proposed in [3], because the question of
choosing the predictor remained un-addressed in their work.

Up to now, we have neglected the fact that the label indices might be re-ordered
from α(X) to α(X̃), i.e. label1 on X might correspond to2 on X̃. In other words,
we can compare two labelings only up to permutations of the labels. Comparing two
solutions should be invariant under permutations of the labels, and measure the actual
disagreement between the solutions. We therefore minimize over all permutations to
obtain the best possible match and define

dSk

X (αX, αX̃) := min
π∈Sk

dX(αX, π(αX̃)) (2)

wherek is the number of labels andSk is the set of all permutations of thek labels.
Fortunately, it is not necessary to evaluate allk! permutations. Instead, this problem can
be solved by theHungarian method for maximum weighted bipartite matchings inO(k3)
[6]. It holds thatdSk ≤ 1−1/k. To see this, letα, β be two labelings andπ be uniformly
drawn fromSk. Then, easy computations show thatEπ(dSk(α, π(β))) = 1 − 1/k.
Therefore, the minimum is smaller than1 − 1/k.

Finally, we are interested in the average instability and thus define

SSk(α) := EX,X̃

(
dSk

X (αX, αX̃)
)
. (3)

In order to select a number of clustersk, we need to compareS for different values of
k. In then → ∞ limit, the instability defined above can be interpreted as the probability
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of labeling an object differently, depending on the fact, whether it was part of the training
set or not. In other words, the clustering algorithm is trying to guess its own labels
on a second data set. We can use this observation in order to derive a normalizing
scheme for comparingS for different values ofk. Taking a game-theoretic approach,
the game consists in predicting the correct labelY within k possible labels. On correct
guess, one looseslt, otherwise one looseslf . The expected loss for guessG is given by
lfP{G �= Y } + ltP{G = Y }. The game should be fair over different values ofk in
the following sense: The perfect player should have expected loss0, hencelt = 0. The
random player, who wins with probability1/k, should always have expected loss1, so
thatlf = k/(k − 1) and the expected loss isk/(k − 1) × P{G �= Y }. Therefore, we set

S(αk) := k
k−1SSk(α). (4)

For practical applications, the following departures from the idealized setting dis-
cussed so far arise. First of all,n is finite. Under these conditions, the expected loss of
the random player, given by the random predictor�k, which assignsk labels uniformly
at random, is smaller than1 − 1/k. Therefore, we replacek/(k − 1) by the estimated
instability of the random estimator at set sizen and get

Sn(α) :=
SSk(α)
SSk(�k)

. (5)

Second of all, only a finite number of data is available to compute the expectation in
(3). Here, we use a resampling scheme in which we repeatedly split the data set into two
distinct halves and use these as samples forX andX̃. This is the estimator used in our
experiments. We choose the number of clusters for which the estimated instability was
minimal.

3 Experiments

3.1 Clustering Analysis of Tumor and Normal Colon Tissues

Alon et al. report the application of clustering methods for analyzing expression pat-
terns of different cell types. The dataset (available athttp://bio.uml.edu/LW/
alonEtal.html.) used is composed of 40 colon tumor samples and 22 normal colon
tissue samples, analyzed with anAffymetrix Oligonucleotide Array [5]. The grey-value
coded expression levels are depicted in figure 2. Alon etal. focused on two different
grouping tasks: (i) identifying clusters of genes, whose expression patterns are corre-
lated; (ii) separating tissue types (e.g. cancerous and non-cancerous samples) on the
basis of their gene expression similarity. The clustering results are roughly “validated”
in an external fashion by a priori knowledge of gene functionality. The question of how
many clusters to choose, however, remains open.

In the following we re-analyze this dataset using theinternal clustering validation
method proposed. For all data sets, cluster analysis is performed using a deterministic
annealing optimization method for thek-means objective function. Prediction is done
with nearest centroid classification. As the main result, we can identify six highly sta-
ble gene clusters. Five of these six clusters are almost non-informative with respect to
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Fig. 1. In-stability curve for gene clusters (left) and for tissue clusters (right), averaged over 20
data splits. The x axis corresponds to the number of clusters k.

separating tissue types. The expression patterns of one group of genes, however, turns
out to be highly discriminative.
Gene Clusters. The clustering of genes reveals groups of genes whose expression is
correlated across tissue types. Following [1], the expression patterns are normalized
such that the average intensity across the tissues is 0, and the standard deviation is 1.
In a second step, the columns of the array are also standardized to zero mean and unit
variance. Finally, the data are projected onto the first 15 leading principal components,
and clustered by a deterministic annealing version of the k-means algorithm [7]. In
the left panel of figure 1, the resulting in-stability curve is depicted. It shows highly
stable clusterings for k = 3 and k = 6. The latter solution has the interesting property
that it clearly distinguishes between genes that are sensitive to discriminating between
normal and tumor tissue (cluster 1 in figure 2), and other genes that are more or less
non-informative for this task (clusters 2-5).
Tissue clusters. In order to find a grouping solution for tissue types, we select those
features that have been shown to be sensitive for discriminating normal and tumor tissue
in the above gene clustering experiment (i.e. the set of genes collected in cluster 1).
The resulting features are projected onto the five leading principle components. The
right panel of figure 1 depicts the in-stability curve for grouping solutions found by
minimizing the k-means criterion within a deterministic annealing framework. The most
stable solution separates the tissues into k = 2 clusters, which agree with the “ true”
classes in more than 85% of all cases. We can thus conclude that both the gene and
the tissue clusterings, which have been assigned a high self-consistency by our internal
validation criterion, are also biologically meaningful.

3.2 The Yeast Cell Cycle Dataset

The yeast cell cycle dataset [8] shows the fluctuation of expression levels of yeast genes
over cell cycles. Using periodicity and correlation algorithms, Spellman et al. identi-
fied 800 genes that meet an objective minimum criterion for cell cycle regulation. By
observing the time of peak expression, Spellman et al. crudely classified the 800 genes
into five different groups.

In our experiments, we investigated both the validity of clustering solutions and their
correspondence with the classification proposed. From the complete dataset (available
at http://cellcycle-www.stanford.edu), we use the 17 cdc28 conditions for each
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Fig. 2. Data set of expression levels of 2000 genes in 22 normal
and 40 tumor colon tissues. The rows correspond to expression
patterns for individual genes, and the columns to different tis-
sues. The rows have been re-arranged according to the 6 stable
gene-clusters (see left panel of figure 1), the columns according
to the two stable tissue-clusters (see right panel of figure 1).
The two horizontal bar diagrams show the predicted (“Pred” )
and true tissue (“True” ) type when clustering tissues. Black
indicates normal tissue, white indicates tumor tissue.

gene, after log-transforming and normalization to zero mean and unit variance. We group
the 17-dimensional data by minimizing the k-means cost function using a deterministic
annealing strategy. The estimated instability curve over the range of 2 ≤ k ≤ 20 is
shown in figure 3. For each k, we average over 20 random splits of the data. A dominant
peak occurs for k = 5, with an estimated misclassification risk of S(α) ≈ 19%.

In order to compare a five cluster solution with the labeling proposed by (Spellman
et al.), we again use the bipartite matching algorithm to break the inherent permutation
symmetry. The averaged agreement rate over all five groups is ≈ 52%. This may be
viewed as a rather poor performance. However, the labels cannot be really considered
as the “ground truth” , but “ ...only as a crude classification with many disadvantages” ,
as stated by the authors. Moreover, a closer view on the individual agreement rates per
group shows, that at least two groups could be matched with more than 70% agreement.

4 Conclusions

We have introduced the concept of cluster stability as a means for solving the model order
selection problem in unsupervised clustering. Given two independent data sets from the
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Fig. 3. Estimated instability for the Yeast Cell-Cycle dataset vs. number of classes.
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same source, we measure the self-consistency as the attainable misclassification risk
under the assumption that the labels produced by the clustering algorithm were the true
labels. Alternatively, the stability measure can be interpreted as the disagreement of
two solutions where one was extended to the whole object space by a predictor. Taking
expectations over tuples of data sets, and normalizing by the stability of a random
predictor, we derive a stability measure that allows us to compare solutions for different
numbers of clusters in a fair and objective way. In order to estimate the cluster stability in
practical applications, we use an empirical estimator that emulates independent samples
by resampling. Unlike many other validation indices proposed in the literature, the
estimated instability has a clear interpretation in terms of misclassification risk. The
experimental results for gene expression datasets effectively demonstrate that cluster
stability is a suitable measure for estimating the most self-consistent data partitioning. A
comparison with biological prior knowledge shows, that for the chosen grouping model
these self-consistent solutions divide the data into meaningful clusters. We conclude
that our internal validation method is highly suited for assessing the quality of clustering
solutions in biological applications where prior knowledge is rarely available.
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