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Abstract

Unsupervised image segmentation can be formulated as
a clustering problem in which pixels or small image patches
are grouped together based on local feature information.
In this contribution, parametric distributional clustering
(PDC) is presented as a novel approach to image segmen-
tation based on color and texture clues. The objective func-
tion of the PDC model is derived from the recently proposed
Information Bottleneckframework (Tishby et al. [8]), but it
can equivalently be formulated in terms of a maximum like-
lihood solution. Its optimization is performed bydetermin-
istic annealing. Segmentation results are shown for natural
wildlife imagery.

1 Introduction

Image understanding and visual object recognition cru-
cially rely on image segmentation as an intermediate level
representation of image content. Approaches to image seg-
mentation which lack supervision information are often for-
mulated as data clustering problems. These methods share
as a common trait that they search for a partition of pixels
or pixel blocks with a high degree of homogeneity. In this
paper, we advocate to characterize an image site by the em-
pirical distribution of color and texture features extracted
from its neighborhood, which we regard as a robust and sta-
tistically reliable descriptor of local image properties.

Histogram clustering in its original form [4] [5] is invari-
ant to permutations of histogram bins. In computer vision
where the histogramming process is prone to noise induced
errors, this invariance neglects information about the order
of bins and the distance of bin centers in feature space. We,
therefore, represent individual groups by continuous mix-
ture models, which are adapted by parameter fitting. This
modeling decision has the advantage that, when matching
a locally measured histogram to those continuous models,
the ordering of the bins is no longer disregarded (fig.1).

From the associated image model, we derive a cost function
by applying the recently proposedInformation Bottleneck
principle. This cost function, which can equivalently be ob-
tained from a maximum likelihood approach, is optimized
by deterministic annealing.

Figure 1. Site specific histogram vs. cluster
specific continuous distribution.

2 The Segmentation Model

Problem Definition & Notation: Assume a set of image
sitessi, i = 1, . . . , n to be given (typically, they are located
on a rectangular lattice). These entities are supposed to be
clustered ink groups. The cluster memberships are encoded
by Boolean assignment variablesMiν , ν = 1, . . . , k which
are summarized in a matrixM ∈ M = {0, 1}n×k. We
setMiν = 1, if site si is assigned to clusterν. To avoid
multiple group associations, we enforce

∑
ν≤k Miν = 1.

Each sitesi is equipped with a set ofri observationsXi =
{xi1, . . . , xiri}, xij ∈ Rd. These observations are assumed
to be drawn according to a particular Gaussian mixture
model, which is characteristic for the clusterν of the data.
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Thus, the generative model for an observationx given the
group membership of its associated site is defined as

p(x| ν) =
l∑

α=1

pα| νg(x|µα,Σα). (1)

Here,gα(x) = g(x|µα,Σα) denotes a multivariate Gaus-
sian distribution with meanµα and covarianceΣα. In order
to achieve parsimonious models, the Gaussiansgα are con-
sidered to form a commonalphabetfrom which the cluster
specific distributions are synthesized by a particular choice
of mixture coefficientspα| ν . In consistency with the dis-
crete nature of digital image data, and in order to improve
the efficiency of our computations, we restrict the possible
observationsx to discrete valuesIj , and denote byrij the
number of occurrences that an observation at sitesi has the
valueIj .

An Information Theoretic View on Clustering: The In-
formation Bottleneck[8] principle has recently been pro-
posed as a general information theoretical framework for
describing unsupervised learning problems, i.e., for data
clustering. It formalizes the idea that a given input sig-
nal X has to be efficiently encoded by a cluster variable
X̃ such that the relevant information about a context vari-
able Y is preserved as well as possible. This tradeoff is
made explicit by the difference of two mutual informations

I
(
X; X̃

)
− λI

(
X̃;Y

)
, which has to be minimized to de-

termine the optimal cluster variables̃X. In the formula
above, the quantityI (A;B) := H(A) − H(A|B) denotes
the mutual information between two random variablesA,B
[1]. H(A) andH(A|B) are the entropy ofA and the condi-
tional entropy ofA givenB, respectively.λ > 0 is a control
parameter that balances the tradeoff between the mutual in-
formation terms.

In our case, the signalX can be identified with the de-
cision to select a single sitesi, i ∈ {1, . . . , n}. We can
assume that sites are drawn according to a uniform distribu-
tion, i.e.pi = 1/n . The sitesi is then encoded by mapping
it to a clusterν ∈ {1, . . . , k}, which corresponds to a clus-
ter variableX̃ in the binary Information Bottleneck frame-
work. In our approach, the probability of clusterν given the
site si is a Boolean variablep (ν| i) = Miν . Accordingly,
the conditional entropyH(X̃|X) vanishes, which implies
I(X; X̃) = H(X̃) = − 1

n

∑
i,ν Miν log pν , wherepν de-

notes the relative proportion of clusterν among the image
data.

As the next step, it is necessary to define the context vari-
ableY , which is used to measure the relevant information
preserved byX̃. As it is desirable to retain the information
which characterizes the typical observations of a sitesi, it
is natural thatY encodes the observed bin indicesj. Let
pj denote the marginal probability that an observation falls

in bin j. The conditional entropy betweenY andX̃ can be
rewritten using the Markov dependency betweenX, X̃ and
Y , i.e. p(X̃|X, Y ) = p(X̃|X):

H(Y |X̃) = −
∑

X,X̃,Y

p(X̃|X)P (Y |X)
1

n
log p(Y |X̃) . (2)

Inserting these terms, settingGα(j) =
∫

Ij
gα(x)dx and re-

placingI
(
X̃;Y

)
= H (Y )−H

(
Y | X̃

)
yields the bottle-

neck functional

I
(
X; X̃

)
− λI

(
X̃; Y

)
= − 1

n

n∑
i=1

k∑
ν=1

Miν[
log pν + λ

∑
j≤m

rij

ri
log

(∑
α≤l

pα| νGα(j)

)]
+ λH(Y ) . (3)

The entropy ofY is a constant and does not influence the
search for optimalX̃ parameters. We can, therefore, sub-
tractλH(Y ) from (3) and multiply the equation byn with-
out changing the minimum w.r.t.Miν , pα| ν . This operation
yields the function

CIB = −
n∑

i=1

k∑
ν=1

Miνhiν , where

hiν =
[
log pν +

λ

ri

m∑
j=1

rij log
( l∑

α=1

pα| νGα (j)
)]

. (4)

If the number of observations is identical for each sitei, i.e.
ri = const∀i ∈ {1, . . . , n}, we can setλ = ri. With this
setting, the Information Bottleneck equations yield a cost
function which is exactly the complete data log-likelihood
of our generative model.

Model Identification: Determining the values of the free
parameters is the key problem in model identification. The
method of choice for these kinds of problems is the well
knownExpectation–Maximization–Algorithm(EM) [2]. In
order to increase the robustness of the inferred solutions, we
embed the alternating optimization in theDeterministic An-
nealing(DA) framework [6], in which a given combinato-
rial optimization problem over an appertaining state space is
relaxed into a family of search problems in the spaceP(M)
of probability distributions over that space. In this setting,
the generalized free energytakes the role of the objective
function:

F = E[CIB ]− T ·H. (5)

Here, H denotes the entropy of the distribution over the
statesM. Optimization starts at high temperatures and
tracks local minima of the objective function while grad-
ually lowering the computational temperature.



E-Step–Equations: Maximizing eq. (5) with respect to
P (M) basically recovers the E-Step of the EM–scheme. In
order to do this, the partial costs of assigning a sitesi to
clusterν, i.e. hiν in eq.(4), have to be evaluated. Setting
qiν = E[Miν ], and utilizing the well known fact from sta-
tistical physics that the generalized free energy at a certain
temperature is minimized by the corresponding Gibbs dis-
tribution, i.e.qiν ∝ exp(− 1

T hiν), one arrives at the follow-
ing set of update equations:

qiν ∝ exp
1

T

(
log pν +

∑
j

rij log
∑

α

pα| νGα(j)

)
. (6)

M-Step–Equations: In the M-step, one has to solve the
stationary equations for the model parameterspν andpα| ν .
Additionally, the M-step can include an adaptation of the
individual Gaussian components, e.g. by relocating their
meansµα.

For pν , we obtain a closed-form solution by taking the
derivative of (5) and introducing Lagrange parameters to
ensure a proper normalization:

pν =
1
n

n∑
i=1

qiν , ν = 1, . . . , k. (7)

To update the second set of parameterspα| ν , we itera-
tively select pairs of Gaussian componentsα1, α2. Al-
though the free energy will monotonously decrease even if
α1 andα2 are randomly drawn, the convergence can be en-
hanced by choosing, in each iteration,α1 andα2 such that∥∥∥ ∂

∂pα1| ν
F (α1, α2)

∥∥∥ is maximal. It is usually sufficient to

repeat the selection and subsequent optimization of pairs
(α1, α2) for c · l times, wherec is a small constant (e.g.
c = 3). Keepingpγ| ν fixed for all γ /∈ {α1, α2}, the opti-
mal value ofpα1| ν either satisfies

−
k∑

ν=1

m∑
j=1

(
n∑

i=1

qiνrij

)
Gα1 (j)−Gα2 (j)∑l

γ=1 pγ| νGγ (j)
= 0 (8)

and can be determined by interval-bisection, or
– if this unique optimum is outside the interval[
0; 1−

∑
γ /∈{α1,α2} pγ| ν

]
– is equal to one of both

interval boundaries. Oncepα1| ν has been determined,
pα2| ν can be computed from

pα2| ν = 1−
∑

γ /∈{α1,α2}

pγ| ν − pα1| ν . (9)

Similarly, it is possible to adapt the meansµα. To im-
prove the readability, we restrict our calculations to one-
dimensional data (when operating ind dimensions, we as-
sume diagonal covariance matrices, so that the estimation of
thed-dimensional vectorµα reduces tod one-dimensional

optimization problems). Denote byx	j andx⊕j the bound-
aries of the intervalIj =

[
x	j ; x⊕j

]
. µα can then be de-

termined by gradient or Newton descent, the first derivative
being given by

k∑
ν=1

m∑
j=1

(
n∑

i=1

qiνrij

)
pα| ν

gα

(
x	j
)
− gα

(
x⊕j
)∑l

γ=1 pγ| νGγ (j)
. (10)

Often initializing the meansµα by a conventional mixture
model and keeping them fixed afterwards already suffices
to produce satisfactory segmentation results. Our approach,
however, increases its performance as a generative model, if
the means are adapted. The variancesΣα could be adapted
in an analogous fashion, but are usually not updated to im-
prove computational efficiency.

3 Experimental Results

The algorithm was tested on photographic imagery taken
from the Corel image database. In this setting, the basic
measurements in the color domain are given by the three-
dimensional color vectors in HSV space. The textural prop-
erties of the image were measured by convolving the V
channel with a set of Gabor filters in four orientations and
two octave-spaced scales. After initializing the Gaussian
prototypes by a conventional mixture model estimation, lo-
cal color and texture histograms were extracted from the im-
age and were processed by the above algorithm. We chose
marginal histograms instead of joint histograms to reduce
the computational burden of the algorithm. Fig. 3 demon-

Figure 2. Segmentation results using only the
color (left) or both color and texture (right)

strates the advantage of the combined color and texture seg-
mentation over a clustering in the color space alone. In



both examples, the combination of texture and color clues
enables the algorithm to find the semantically more mean-
ingful segmentation, in which the animals, or at least large
parts thereof, are found as contingent regions. In contrast,
processing the pure color histograms still correctly identi-
fies image regions with homogeneous color statistics, but
fails to detect the textured animals. This finding strongly
supports the notion, that texture clues are a valuable source
of information for the segmentation of real-world images.

Figure 3. Left: PDC results. Right: Normal-
ized Cuts with texture and contour cues

Fig. 3 depicts some additional segmentation results,
which are compared to segmentations obtained with the
Normalized Cutsmodel [3]. Please note that we trained
the PDC models with three clusters only, while the normal-
ized cuts approach makes use of 10, 12, 13, and 15 seg-
ments, respectively. Nevertheless our experiments demon-
strate that the PDC model is able to achieve state-of-the-art
performance in the detection of textured objects in complex
natural scenery. Even in the presence of clutter, the objects

can often be clearly discriminated from the background.

4 Conclusion and Further Work

In this contribution, a novel model for unsupervised im-
age segmentation has been proposed. It is based on robust
measurements of local image characteristics given by fea-
ture histograms. As one of the main contributions, it con-
tains a continuous model for group-specific color and tex-
ture distributions, which is in full accordance with the Infor-
mation Bottleneck framework. The model overcomes the
bin permutability issue of previous distributional clustering
approaches, and has been shown to produce high quality
segmentations on real-world photographic imagery.

Further work includes supporting a thorough quantitative
comparison of the PDC model to competing approaches in
the spirit of [7].
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