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Abstract. The problem of semi-supervised image segmentation is fre-
quently posed e.g. in remote sensing applications. In this setting, one
aims at finding a decomposition of a given image into its constituent
regions, which are typically assumed to have homogeneously distributed
pixel values. In addition, it is requested that these regions can be equipped
with some semantics, i.e. that they can be matched to particular land
cover classes. For this purpose, class labels are provided for a small sub-
set of the image data. The demand that the image segmentation re-
spects those class labels implies that the segmentation algorithm should
be posed as a constrained optimization problem.
We extend the Parametric Distributional Clustering (PDC) algorithm
to fit into this learning framework. The resulting optimization problem
is solved by constrained Deterministic Annealing. The approach is illus-
trated for both artificial data and real-world synthetic aperture radar
(SAR) imagery.
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1 Introduction

Unsupervised clustering methods are often used as an initial module of complex
recognition systems. In remote sensing, for example, it is a very common strat-
egy to compute an unsupervised segmentation of the image in a first step. Af-
terwards, the segments form the basic entities which are analyzed by supervised
algorithms to produce the intended class output (e.g. land cover information).
The supervised algorithms are trained with additional ground truth data (class
labels), that the unsupervised preprocessing steps are typically deprived of.

This separation between unsupervised and supervised data analysis can obvi-
ously have undesirable side-effects. We, therefore, argue that the initial clustering
algorithm should be given access to the class labels as well, so that it can adapt
its solution to the structure the user intends to detect. The approach presented in
this paper implements this idea for Parametric Distributional Clustering (PDC).
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Minimization Methods in Computer Vision and Pattern Recognition,
LNCS 2683, pp. 229-245, Springer, 2003.
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Fig. 1. The assumed image formation process: (a) Cluster labels are assigned to each
image site. (b) Color values are then sampled from cluster-specific mixture distribu-
tions. They are defined by combining Gaussian distributions in the RGB color space,
which are visualized by colored ellipsoids here. The color saturation indicates the mix-
ture weights. (c) Due to the assumption that all sites are statistically independent,
there is no spatial structure inside the segments of the sampled image.

PDC describes histogram datasets as the statistical realization of a mixture of
Gaussian mixture models [5]. We extend the corresponding generative model
by the natural assumption that the class labels are sampled from conditional
probability distributions, which depend only on the individual clusters. This
assumption also supports the formation of multiple-cluster classes, i.e. classes
which are represented by more than one cluster. By applying the Maximum
Likelihood framework, it can be shown that the cost function of the original
PDC model has to be augmented by an additional penalty term. This penalty
term measures the conditional entropy of class labels given cluster assignments
and, therefore, enforces a strong correlation between clusters and classes. The
resulting optimization problem is solved by a constrained variant of Determin-
istic Annealing (DA), which couples the weighting of the penalty term to a
computational temperature.

The following section summarizes the basic PDC model. In its original form,
PDC is acting on the pure color data, and it does not use any additional class
label information to segment an image. Section 3 presents the extension to the
semi-supervised case.

2 Parametric Distributional Clustering

The PDC approach assumes that the image formation process is a combination
of two subsequent stages, i.e. the corresponding graphical model is a linear chain.

Let the image be structured according to a site grid Ω. At each site oi ∈ Ω
on this grid, one measures a finite set of observations, which are summarized
by Xi. In our particular application, Xi contains the color values of all pixels
in a small neighborhood around site oi. It is assumed that all the observations
affiliated with site oi are statistically independent of the other sites oj , j 6= i.
In the following, we describe the two random processes from which the observed
pixel values Xi supposedly have emerged.



The first process assigns a cluster label to each site oi ∈ Ω (Fig. 1 a). It is
assumed that there is a total of k different clusters, which represent the entire
distribution of color values in the given image. The probability that a randomly
selected site i is part of cluster ν ∈ {1, . . . , k} is denoted by pν . Once all cluster
assignments have been chosen, it is possible to construct a deterministic func-
tion which maps each site to its corresponding segment index. This function is
represented by a boolean matrix M = (M)iν . Miν equals one if site i is assigned
to cluster ν. Otherwise, Miν is set to zero.

The second random process actually samples the image data. Each cluster ν
is characterized by a specific probability distribution p (x| ν), according to which
it generates features (Fig. 1 b). Sampling the image data is essentially regarded
as a Markovian process: once the cluster membership of a site oi has been fixed,
the color distribution in its neighborhood does no longer depend on the site itself,
but it is solely determined by the cluster that oi belongs to. The distributions
p (x| ν) are represented by Gaussian mixture models

p (x| ν) =
l∑

α=1

pα| νN (x|µα,Σα) . (1)

Consequently, the cluster-specific distributions p (x| ν) differ with respect to
their mixture weights pα| ν only, whereas the underlying Gaussian distributions
N (x|µα,Σα) are identical for each cluster ν (1 ≤ α ≤ l, 1 ≤ ν ≤ k).

Although the generative model principally supports a continuous color space
(i.e. the colors are sampled from IRd, where d is the number of channels), the
observed colors will in practice be located on a discrete grid in this color space.
This discretization is equivalent to introducing intervals or bins Ij ⊂ IRd, so
that each color value inside the bin Ij is mapped onto the a single prototype
with index j. In consequence, the color information around site oi can be sum-
marized by a histogram ni = (ni1, . . . , nim) , where nij denotes the number of
occurrences that a color value from bin Ij appears in the set Xi.

The natural cost function for the described generative model is the negative
log-likelihood function

HPDC = −
n∑

i=1

k∑
ν=1

Miν

log pν +
m∑

j=1

nij log

(
l∑

α=1

pα| νGα (j)

) , (2)

where
Gα (j) =

∫
Ij

N (x|µα,Σα) dx (3)

is the probability mass of the Gaussian prototype with index α inside bin Ij .
HPDC can also be shown to be the expected codelength of a two-part code, which
first encodes the cluster assignments for each site, and then, based on those clus-
ter assignments, encodes the individual color values (resp. their corresponding
bin indices). An mathematically equivalent cost function is obtained by applying
the Information Bottleneck principle [11], as has been shown in [5].
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Fig. 2. Constructing a rectified Gaussian distribution. The original probability density
function (dashed line) is set to zero outside the data domain. It is then rescaled, so
that it integrates to one again (solid line).

One might argue that the probability density functions N (x|µα,Σα) have
an infinite support, whereas the actual color values are always restricted to
finite intervals. In order to avoid that the Gaussian prototypes spend parts of
their probability mass on color values which will never occur in reality, they can
be replaced by rectified Gaussians [10]. Applying rectified Gaussians instead of
conventional Gaussian prototypes can occasionally be advantageous, e.g. if an
input image contains many color values which are located at the outer boundary
of the RGB color cube (Fig. 2). In practice, this means that the variables Gα (j)
introduced in Eq. (3) have to be replaced by integrals G̃α (j) of rectified Gaussian
distributions.

The inherent difficulty of assignment problems like the one defined above is
caused by the fact that they involve both latent assignment variables M and un-
known model parameters Θ. Typically it will be straight forward to determine
the model parameters if the true cluster assignments are known. Vice versa,
knowing the true model parameters significantly facilitates the estimation of the
cluster assignments. But since the correct values of neither of both are known
in advance, solving the assignment problem means operating in the joint config-
uration space of M and Θ, which typically leads to NP hard problems.

Deterministic Annealing (DA) is an efficient continuation method for Simu-
lated Annealing (SA), which is a classical strategy to solve assignment problems
in a robust fashion [6]. DA makes use of the fact that, if one fixes the compu-
tational temperature at a particular value T , the sampling process used in SA
will converge towards the Gibbs distribution for temperature T . The Gibbs dis-
tribution can be shown to minimize the so-called free energy F , which is given
by

F = E [H]− T · S . (4)



In the equation above, H denotes the cost function of the clustering model,
and S is the entropy of the cluster assignments. Instead of sampling solutions
from the Gibbs distribution (which is usually done by a Markov process formed
by single-site updates), the general paradigm of DA is to directly compute this
distribution (resp. its parameters). It can be shown that the Gibbs distribution
factorizes for any cost function which can be written as a single sum over the
sites [9]. In consequence, the Gibbs distribution can be written as a product
of assignment probabilities qiν = E[Miν ], where the expectation is taken w.r.t.
the Gibbs distribution. Therefore, the discrete optimization problem of choosing
the best assignment matrix M is transformed into the continuous optimization
problem of estimating the assignment probabilities qiν , 1 ≤ i ≤ n, 1 ≤ ν ≤ k. It
is solved by an iterative optimization process, which alternates between updating
the probabilities qiν and re-estimating the model parameters Θ, respectively. If
the computational temperature T is fixed to one, this update scheme is equivalent
to the well-known EM algorithm [8].

In the E-step, the alternating optimization scheme updates the estimates
qiν = E[Miν ], 1 ≤ i ≤ n, 1 ≤ ν ≤ k. It can be shown that the variables qiν have
to satisfy the stationary equations

qiν =
exp (−βhiν)∑

τ≤k exp (−βhiτ )
, (5)

where hiν are the expected costs of assigning site i to cluster ν, and β = 1/T is
the inverse computational temperature (for a formal proof, see e.g. [9]). For the
cost function HPDC introduced in Eq. (2), the mean fields hiν are given by

hiν = − log pν −
m∑

j=1

nij log

(
l∑

α=1

pα| νG̃α (j)

)
. (6)

Therefore, the E-step of the EM scheme consists of a single sweep through all
sites oi, in which the assignment probabilities qiν are re-estimated according to
(5) and (6).

In the M-step, the algorithm updates the free model parameters Θ according
to the current estimates for qiν . The set Θ contains the cluster probabilities pν ,
the mixture weights pα| ν , and the means µα. The covariance matrices Σα are
excluded from Θ to keep the number of free parameters small. In practice, they
are computed in advance by fitting a conventional Gaussian mixture model to
the image data.

The necessary optimality condition for the cluster probabilities pν implies

pν =
1
n

n∑
i=1

qiν , ν = 1, . . . , k . (7)

To optimize the parameters pα| ν , we repeatedly select two Gaussian components
α1 and α2. Keeping pγ| ν fixed for γ /∈ {α1, α2}, pα2| ν is directly coupled to pα1| ν ,

pα2| ν = 1−
∑

γ /∈{α1,α2}

pγ| ν − pα1| ν , (8)



so that only one free parameter (pα1| ν) remains. By introducing auxiliary vari-
ables

cνj :=
n∑

i=1

qiνnij and wνj :=
l∑

α=1

pα| νG̃α (j) , (9)

one obtains

∂

∂pα1| ν
F
(
pα1| ν , pα2| ν

)
= −

m∑
j=1

cνj
G̃α1 (j)− G̃α2 (j)

wνj
(10)

and

∂2

∂p2
α1| ν

F
(
pα1| ν , pα2| ν

)
=

m∑
j=1

cνj

(
G̃α1 (j)− G̃α2 (j)

)2

w2
νj

≥ 0 . (11)

The joint optimization of pα1| ν and pα2| ν , therefore, amounts to solving a one-
dimensional convex optimization problem, which can be achieved by interval
bisection.

The adaptation of the means µα, 1 ≤ α ≤ l is slightly more involved. In
our implementation, they are initialized by fitting a conventional Gaussian mix-
ture model to the image data. In each subsequent M-step, their position can be
adapted by a Newton descent in E[HPDC].

3 Incorporating Side Knowledge

In its original form presented so far, the PDC model can be classified as an
unsupervised learning approach. It describes the structure of a given dataset by
specifying clusters in it, but those clusters solely reflect the similarities between
data items, and they can not necessarily be mapped to semantic entities. In
contrast, supervised learning approaches require explicit training data sets, in
which each element is equipped with a class label (in our terminology, this set-
ting is, therefore, called a classification problem as opposed to the unsupervised
clustering problem). By fitting a parametric labelling function to the training
set, classification algorithms are, therefore, able to analyze particular charac-
teristics of the data which have implicitly been specified by the choice of the
class labels in the training data set. So the class labels used in the classification
setting offer a convenient means to encode what kind of information the user
is actually interested in. In contrast, the unsupervised setting requires it to ex-
plicitly specify the relevant information by the choice of the cost function (the
Information Bottleneck approach [11] offering a formal framework for this task).
If there is no obvious way to express the relevant information in terms of the
input data (which is often the case for applications with practical relevance), a
general-purpose approach like support vector machines (i.e. classification instead
of clustering) is usually the more promising way to solve the learning problem.

Yet supervised learning algorithms have their typical disadvantages. The need
to supply a sufficiently large training data set equipped with reliable class label



information often poses insolvable problems. For instance, in remote sensing
applications the need for class labels usually means that one has to conduct large-
scale ground truth campaigns. Typically the costs for a ground truth campaign
exceed the costs for the raw satellite data by far, so that there is a strong
economic pressure to curtail the required amount of ground truth data as much
as possible.

In fact, the situation of coping with insufficient ground truth information
while, at the same time, facing an abundant amount of unlabeled data is quite
common in various application domains. This is why semi-supervised learning
approaches have recently found increasing interest in the machine learning com-
munity [1] [7]. The basic intention behind semi-supervised learning is to bridge
the gap between supervised and unsupervised learning. Often it is regarded as
a conceptual refinement of the standard classification problem, i.e. one supple-
ments the labeled training data by additional unlabeled data, which may contain
important information about the data source and, therefore, might be useful to
reduce the misclassification rate [2]. Likewise, semi-supervised learning can be
regarded from a clustering point of view: given a large set of unlabeled data
which need to be analyzed, some of the data items are equipped with class la-
bels to give the clustering process an additional guidance. So the class labels
are used to specify what kind of structure is expected to be found. If two items
have different class labels, then this information indicates that they are known
to be generated by different sources, which should of course have implications
for their cluster assignments.

This section presents a variant of the PDC model which implements the latter
view. The original model is supplemented by a set of assignment variables which
provide class label information for a subset of the training data. It is important
to note here that these new assignment variables introduce an additional level of
abstraction. The class labels encode some information about the image semantics
that the user is interested in (e.g. land cover types, if the model is applied to
remote sensing applications), whereas the clusters refer to locally measured color
statistics. So there does not have to be a 1:1 match from classes to clusters. In
fact, there may be clusters which can not be matched to any semantic class
because of insufficient ground truth information, or there may be classes which
are represented by more than one cluster.

Let us assume that the additional class label information is provided as a
Boolean matrix C = (C)iρ with Ciρ ∈ IBn×κ. Ciρ = 1 indicates that all observa-
tions at site i are known to belong to class ρ. In consequence, each row of C must
satisfy the uniqueness constraint

∑κ
ρ=1 Ciρ ≤ 1, i.e. a site oi can not belong to

more than one class. If all entries of row i equal zero, i.e.
∑κ

ρ=1 Ciρ = 0, then no
ground-truth information is available for site oi.

The generative model which incorporates the class labels is shown in Fig. 3.
As in the original PDC model, it is assumed that each site oi belongs to a cluster
ν, and that the measured color values have been sampled from the Gaussian
mixture distribution p (x| ν) =

∑l
α=1 pα| νN (x|µα,Σα) which is a characteristic

of that cluster. However, in contrast to the original graphical model, the model
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{Ciρ : 1 ≤ ρ ≤ κ}

p (j| ν)

ν ∈ {1, . . . , k}oi ∈ Ω

{nij : 1 ≤ j ≤ m}

Miν

rρ| ν

Fig. 3. Extending the PDC model to semi-supervised learning.

depicted in Fig. 3 is equipped with an additional branch that points to the
class assignment variables Ciρ. This additional branch symbolizes the assumption
that all observations at site oi have identical class labels, which are drawn i.i.d.
according to the conditional probabilities rρ| ν , 1 ≤ ρ ≤ κ. In particular, it is
assumed that the color values and the class labels are sampled independently
of each other, i.e. the histogram {nij : 1 ≤ j ≤ m} and the assignment vector
(Ci1, . . . , Cκ) are statistically independent random variables given the cluster
index ν. Land cover classification is a typical example where this assumption
should hold. A land cover class like forest will usually be represented by a couple
of autonomously detected clusters which are related to different tree species. So
the membership to a cluster (oaks) provides all necessary information to infer
the class label (forest) and the expected histogram (a certain color distribution
in the green part of the spectrum).

In consequence, the set Θ =
{
pν , pα| ν ,µα : 1 ≤ α ≤ l, 1 ≤ ν ≤ k

}
has to be

enlarged to include the additional free parameters rρ| ν , 1 ≤ ν ≤ k, 1 ≤ ρ ≤ κ.
rρ| ν captures the probability that a site which belongs to cluster ν carries the
class label ρ. The estimation of those probabilities can easily be incorporated
into the M-step of the EM update scheme, as will be described later.

On the assumption that the class label of site oi and the observed histogram
ni are statistically independent given the membership to a certain cluster ν, the
complete data likelihood function p (X ,M,C|Θ) reads

p (X ,M,C|Θ) =
n∏

i=1

k∏
ν=1

[pν · p (ni| ν,Θ) · p (Ci1, . . . , Ciκ| ν, Θ)]Miν , (12)

where pν is again the probability that a randomly chosen site belongs to cluster
ν, and p (ni| ν, Θ) and p (Ci1, . . . , Ciκ| ν, Θ) are the likelihoods of the histogram
ni and the label vector (Ci1, . . . , Ciκ), respectively. p (ni| ν, Θ) is given by

p (ni| ν, Θ) =
m∏

j=1

(
l∑

α=1

pα| νGα (j)

)nij

. (13)



The likelihood of the class label vector (Ci1, . . . , Ciκ) reads

p (Ci1, . . . , Ciκ| ν, Θ) =
κ∏

ρ=1

(
rρ| ν

)Ciρ·
∑

j≤m nij
, (14)

since we have assumed that the class label associated with site oi has indepen-
dently been drawn for all observations Xi made for this site (

∑
j≤m nij observa-

tions in total). Hence we have the following negative complete-data log-likelihood
function:

L (Θ| X ,M,C) = −
n∑

i=1

k∑
ν=1

Miν

log pν +
m∑

j=1

nij log

(
l∑

α=1

pα| νGα (j)

)
−

n∑
i=1

k∑
ν=1

Miν

 m∑
j=1

nij

κ∑
ρ=1

Ciρ log rρ| ν

 . (15)

Due to the assumed statistical independence between class labels and color values
given the cluster assignments, the function above is a sum of two essential parts.
The first part is the original PDC cost function, which has been introduced in
Sect. 2. It exerts a data driven force, i.e. it encourages clusters with homogeneous
color statistics. The second part incorporates the ground truth knowledge. It
takes the role of a penalty term which measures the conditional entropy of class
labels given the cluster assignments. If Ciρ = 0 ∀i ∈ {1, . . . , n} , ρ ∈ {1, . . . , κ},
i.e. if no ground truth data is available at all, then the negative log-likelihood
(Eq. 15) reduces to the original PDC cost function HPDC again.

The additional penalty term in Eq. (15) essentially imposes the constraint
that any cluster ν should be associated with at most one class ρ. If this con-
straint is met, the penalty term will become zero, because in this case one can
specify a function which maps clusters to class labels, and thus the correspond-
ing conditional entropy vanishes. If the constraint is violated, the penalty term
will take a positive value, which is the larger the more randomness is measured
in the interplay between cluster assignments and class labels.

Although the penalty term thus implements the desired coupling between
clusters and classes, it may counteract the general optimization strategy of De-
terministic Annealing (DA). In fact, DA is so robust because it temporarily
encourages a high level of randomness in the cluster assignments M. Random
cluster assignments correspond to high entropy values S, so that at high tem-
peratures T the most random state is always the one with the smallest free
energy F = E [H] − T · S. However, the penalty term in Eq. (15) implements
the opposite goal: it impedes random cluster assignments, if they do not fit to
the observed class labels. In consequence, the optimization procedure becomes
more likely to get trapped in local minima, which usually results in sub-optimal
clustering solutions.

A similar problem has previously been discussed by Geman et al. [4] for Sim-
ulated Annealing. We follow the general idea there to couple the strength of the



regularization with the computational temperature T . At high temperatures T ,
the regularization term is given a small weight, so that the class labels influence
the cluster assignments only weakly. While cooling down the system from the
initial temperature T⊕ to the final temperature T	, T⊕ > T	 > 0, the weight
is monotonously increased until arriving at

∑m
j=1 nij for T = T	.

To accomodate typical learning scenarios in which the available ground truth
information is very scarce, it can furthermore be helpful to supplement labeled
objects by a control parameter ξ ∈ IN which will be called their multiplicity. The
multiplicity ξ can be used to give the labeled objects an additional weight over
the unlabeled ones. Setting ξ = 2 is equivalent to inserting each labeled example
twice into the training data set. Setting ξ = 1 means that labeled and unlabeled
samples are given exactly the same weight.

In summary, we obtain the temperature-controled cost function

HSPDC (T ) = −
n∑

i=1

ξ
∑

ρ≤κ Ciρ

k∑
ν=1

Miν

log pν +
m∑

j=1

nij log

(
l∑

α=1

pα| νGα (j)

)
−

n∑
i=1

ξ
∑

ρ≤κ Ciρ

k∑
ν=1

Miν

[
ζ (T )

κ∑
ρ=1

Ciρ log rρ| ν

]
, (16)

where the weight

ζ (T ) :=
T⊕ − T

T⊕ − T	

m∑
j=1

nij (17)

couples the penalty term to the computational temperature T . By the choice of
ζ (T ), it is possible to preserve the smoothing effect of the annealing, but it is
also made sure that the optimization process finally employs the correct weight
(
∑m

j=1 nij) suggested in Eq. (15).
In Sect. 2, the partial costs hiν of attributing site oi to cluster ν have been

computed for the original PDC model (Eq. 6). If one adds the cost term which
is induced by the ground truth information about class labels, one arrives at
modified partial costs

h̃iν = hiν − ζ (T )
κ∑

ρ=1

Ciρ log rρ| ν . (18)

In consequence, the rule to update the assignment probabilities qiν = 〈Miν〉 has
to be changed to

qiν =
exp

(
−βh̃iν

)
∑

τ≤k exp
(
−βh̃iτ

) , (19)

where β = 1/T is again the inverse computational temperature. Therefore, the
incorporation of class label information into the generative model can be imple-
mented by a slight modification of the E-step.



The M-step equations presented in Sect. 2 remain completely unaffected by
the modification of the generative model if one chooses the multiplicity ξ = 1.
This fact is due to the statistical independence of class labels Ciρ and measure-
ments nij given the cluster information (ν, Θ), i.e. the class labels C do not
directly interfere with the estimation of the original model parameters. In prac-
tical applications, the fraction of labeled sites is usually rather small, though,
so that it often makes sense to increase their influence by choosing ξ > 1. As
introduced above, this decision is equivalent to replacing any labeled site oi by
a virtual set of ξ independent sites with identical color and label information.
For the cost function HSPDC (T ), it has the effect that the partial costs of la-
beled sites oi satisfying

∑
ρ≤κ Ciρ = 1 are weighted by the factor ξ, whereas the

contributions of unlabeled sites (
∑

ρ≤κ Ciρ = 0) remain unchanged. In conse-
quence, the stationary equations for the M-step parameters are slightly different
between the original PDC model and its augmented variant: wherever the as-
signment probability qiν appears in the original update formulas for pν , pα| ν ,
and µα, it has to be replaced by

q̃iν = ξ
∑

ρ≤κ Ciρqiν (20)

to obtain the corresponding formula for semi-supervised PDC. This finding can
be verified by recomputing the derivatives in Sect. 2 for the modified cost func-
tion HSPDC(T ). The update equations for the new parameters rρ| ν are obtained
as usual by setting up the necessary optimality condition

∂

∂rρ| ν

F + λν ·
κ∑

ρ′=1

rρ′| ν

 = 0 , (21)

in which λν > 0 is a Langrange parameter for the constraint that the probability
estimates rρ| ν , 1 ≤ ρ ≤ κ, must sum to one. Expanding F = E

[
HSPDC

]
− TS,

one obtains

rρ| ν ∝
n∑

i=1

ξ
∑

ρ≤κ Ciρζ (T ) · qiνCiν . (22)

Therefore, the necessary modifications of the M-step remain moderately small,
too. In essence, one has to introduce different weights for labeled and unlabeled
samples, and to include the update equations (22).

4 Experiments

The PDC model describes images as the result of a stochastic sampling process,
in which each random source is a mixture of multivariate Gaussian distributions.
Provided that the number of Gaussian prototypes is allowed to approach infinity,
mixtures of Gaussians form universal function approximators [3]. Therefore, the
model is applicable to a wide range of possible data sources.

In this paper, we first illustrate its general principle on synthetic data sam-
pled from Gaussian mixture models. Afterwards, we describe an application to



synthetic aperture radar (SAR) imagery. Due to its typically strong noise con-
tamination, SAR imagery is particularly suitable to study the robustness of
segmentation approaches.

For the experiment shown in Fig. 4, a synthetic RGB image was generated
by sampling color values from five different Gaussian mixture models, thereby
following the assumed image formation process sketched in Fig. 1. The sampled
image is shown in Fig. 4 (a). If one trains a conventional PDC model for this
image without using any side information, then the brownish upper part of the
image is first separated from the blueish lower part (Fig. 4 c). When introducing
additional clusters, the trained PDC model successively identifies sub-clusters
(Fig. 4 e, g), until the original five clusters are found in Fig. 4 (i). In contrast, if
one introduces three labeled image patches as illustrated in Fig. 4 (c), the PDC
model first defines clusters which are consistent with the class label information
(Fig. 4 d, f). The semi-supervised segmentation result based on three clusters
reveals a couple of wrong assignments in the lower left image quadrant (Fig.
4 f). The wrong assignments are caused by the antagonism of the class label
information to the measured color histograms. The provided class labels force the
model to split the lower left quadrant and the center of the image into different
clusters. The color distributions in those two regions are quite similar, though.
From that point of view, the lower left quadrant should rather be segregated
from the upper left quadrant first (in fact, as shown in Fig. 4 (i), the lower
left quadrant and the center of the image are the last ones to be separated if
the model is trained in an unsupervised fashion). The contradiction is alleviated
when allowing an additional fourth cluster in Fig. 4 (h). Since the model decides
to split the left side of the image into an upper and a lower part, the left lower
quadrant is now represented by a cluster of its own. The color distribution of this
cluster is no longer diluted by the color histogram of the left upper quadrant,
so that it can be discriminated more easily from the color distribution of the
center part of the image. In consequence, the wrong assignments dissappear
in Fig. 4 (h). If the model complexity is extended to five clusters (Fig. 4 j),
essentially the same solution is obtained as in the unsupervised case, i.e. the
true cluster structure is correctly found. So the additional class labels can be
used to guide the clustering process, and to force the model to distinguish image
structures which are relevant for the user. Provided that the model is equipped
with sufficiently many degrees of freedom, it can autonomously detect additional
clusters in the data, and it can map them to the individual classes.

Fig. 5 illustrates that the model can also be applied to SAR imagery. The
image which has been gathered for a forestry application in Finland is composed
of polarimetric L-band and X-band data (Fig. 5 (a) and (b), respectively). Some
patches with known ground truth data have been selected for training and test-
ing, as shown in Fig. 5 (c) and (d). The eight ground truth classes essentially
correspond to several types of coniferous forest, which have different proportions
of pines and spruces. Fig. 5 (e) shows a segmentation result with k = 32 different
clusters. For the same segmentation result, Fig. 5 (f) depicts the corresponding
class labels. A narrow band in this image is depicted in black, which encodes the



(a) (b)

(c) (d)

(e) (f)
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Fig. 4. (a) Synthetic RGB image generated according to Fig. 1. (b) Additional class
label image (true segment boundaries indicated by dashed lines). Left column below
(a): PDC segmentation without class labels (number of clusters varied between 2 and
5). Right column below (b): Corresponding results when using class labels.



(a) (b)

(c) (d)

(e) (f)

Fig. 5. Semi-supervised sementation of a polarimetric SAR image (L-band and X-
band). (a), (b) Color composites of the L-band data and the X-band data, respectively.
(c) Patches with class-label information for training and (d) for performance evaluation.
(e) Cluster assignments and (f) class assignments generated by the PDC model.
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Fig. 6. Test performance of semi-supervised (solid line) and unsupervised (dashed line)
PDC for different numbers of clusters. Error bars indicate standard deviations.

doubt class, i.e. the corresponding segments could not be mapped to any class
label. In fact, since the outer boundaries of the L-band and the X-band image
do not match exactly, the corresponding areas in the original image have color
statistics which do not appear in the training data. Therefore, the augmented
PDC model decides to spend a single cluster ν to describe this image part, and
not to map this cluster to any class label (i.e. rρ| ν = 0 ∀ 1 ≤ ρ ≤ κ).

Fig 6 depicts the test performance of semi-supervised PDC as a function of
k. It is compared to the standard case, in which majority voting is used to as-
sign a class label to each cluster after unsupervised clustering. Each experiment
was performed several times by randomly selecting around 240 labeled and 8000
unlabeled pixels from the training data. Semi-supervised PDC significantly out-
performs the standard variant, because it can tailor the clusters to achieve the
desired class separation. When increasing k, the performance of the unsupervised
PDC is improved because small clusters have a better chance to be matched to a
unique semantic class. The semi-supervised PDC model also benefits from large
k, because compound classes with inhomogeneous color distributions can then
be represented by sets of several more homogeneous clusters.

5 Conclusion

We have presented a generic extension of the PDC model to fit into a semi-
supervised segmentation framework. Semi-supervised segmentation applies to
the case when a vast amount of unlabelled and only a small amount of labeled
pixels are available. By integrating class labels into the generative model and by
following the Maximum Likelihood approach, we obtain a constrained optimiza-
tion problem which can e.g. be solved by a variant of Deterministic Annealing.



The general intuition behind the model has been illustrated on a synthetic
data set. One possible real-world application of the model is the segmentation of
remote sensing imagery, which has been demonstrated for polarimetric synthetic
aperture radar data.
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