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Boundary-Constrained Agglomerative Segmentation
Lothar Hermes, Student Member, IEEE, and Joachim M. Buhmann, Member, IEEE

Abstract—Automated interpretation of remotely sensed data
poses certain demands to image segmentation algorithms, regarding speed, memory requirements, segmentation quality, noise
robustness, complexity, and reproducibility. This paper addresses
these issues by formulating image segmentation as source channel
coding with side information. A cost function is developed that
approximates the expected code length for a hypothetical two-part
coding scheme. The cost function combines region-based and
edge-based considerations, and it supports the utilization of
reference data to enhance segmentation results. Optimization is
implemented by an agglomerative segmentation algorithm that
iteratively creates a tree-like description of the image. Given a
fixed tree level and the output of the edge detector, the cost function is parameter-free, so that no exhaustive parameter-tuning is
necessary. Additionally, a criterion is presented to reliably select
an adequate tree level with high descriptive quality. It is shown by
statistical analysis that the cost function is appropriate for both
multispectral and synthetic aperture radar data. Experimental
results confirm the high quality of the resulting segmentations.
Index Terms—Agglomerative clustering, edge detection, hierarchical segmentation, multispectral images, statistical modeling,
synthetic aperture radar (SAR) imagery, two-part coding.

I. INTRODUCTION

W

HEN applying image segmentation algorithms to remotely sensed imagery, users typically specify some
very pragmatic requirements. Facing the rapid progress of possible image resolutions [1] and being in charge of time-critical
studies, they generally request fast algorithms that are able
to process large amounts of data in reasonably short time. To
enhance the degree of automation, it is also regarded desirable
to avoid or to minimize the necessity of parameter tuning.
Hierarchical image representations are commonly considered
advantageous over flat, single-scale segmentations, since hierarchical models give efficient access to the image data at
different resolution levels. From a theoretical point of view, it is
moreover desirable to derive the segmentation approach from a
carefully designed data model that is closely attuned to the statistical characteristics of the underlying data source. Statistical
data models may also give rise to segmentation algorithms that
can be stated as the minimization of a single well-defined cost
function. Although various successful segmentation approaches
have been communicated in a strictly procedural way without
providing a corresponding mathematical optimization problem,
a description in terms of a cost function has the important
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advantage of formalizing the objectives of a segmentation approach in a clear and concise manner. A cost function provides
a perfect global view on the way how the segmentation problem
is addressed, how it indicates assumptions and tradeoffs, and
how it facilitates the comparison to alternative approaches.
The mentioned requirements imply some very general design
decisions. First, the image model should be reasonably simple,
so that difficult computations and expensive update schemes can
be avoided. Second, the number of free parameters should be
kept small. Preferably, there should exist a theoretical foundation for choosing appropriate values for them, or there should at
least be known some standard values that typically work well.
Third, it should be possible to rapidly generate solutions at different resolution levels where resolution is quantified in terms
of number of segments. Fourth, the model should be able to
cope with noisy data, i.e., it should provide some regularization
mechanisms that help to prevent overfitting, so that regular and
meaningful results can be obtained for both high-quality multispectral imagery and speckle-degraded radar imagery.
We address the above requirements by regarding image segmentation as a coding task. Our approach is based on a hypothetical image coding scheme that decomposes a given image
into homogeneous segments and encodes these segments independently of each other. The approach also supports situations in which the encoder and the decoder share some reference information about the image, i.e., we suppose there exists
a map indicating some tentative hypotheses about possible segment boundaries. In essence, the entire coding procedure can
be described as source channel coding with side information
[2]. By approximating the expected code length of this coding
scheme, we obtain a generic cost function for image segmentation. Hence, image segmentation is stated as the minimization of the expected code length with respect to the chosen segments, which are basically the byproduct of a particular image
coding scheme. Since the expected code length depends on the
statistical properties of the individual segments, we investigate
two data models that are typical for remote sensing imagery:
Gaussian distribution and Gamma distribution. We show that
both models give rise to the same cost function, which can be
optimized by a variant of agglomerative clustering. Hence, we
obtain a consistent hierarchy of segmentation solutions, which
represent the image as a binary tree. Results are shown for both
multispectral and synthetic aperture radar (SAR) imagery.
The idea to regard image segmentation as an image coding
problem was pioneered by Leclerc [3], who explicitly designed
a two-part code in which a chain code is used to encode region
boundaries. To estimate the code length, he assumed that the
probability of walking straight and the probabilities of turning
left or right are equal. This assumption leads to an overestimate
of the coding costs, however. Ndili et al. [4] consider a model
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that represents images by triangles and quadrangles, and they
provide a rigorous computation of the coding costs in order to
find an appropriate model complexity. Venkatachalam et al.
[5] and Nowak and Figueiredo [6] follow a similar approach,
but they consider rectangular image partitionings only. Donoho
[7] finds segments by minimizing the entropy of wavelet
coefficients. Galland et al. [8] use the minimum description
length (MDL) principle to partition SAR images into polygonal
segments.
Agglomerative methods have a long-standing tradition in
data clustering and image segmentation [9], [10]. Ward’s
method [11] is a popular incremental algorithm for optimizing
the -means function. Puzicha et al. [12] relate agglomerative
clustering to pairwise clustering, which can be interpreted as
-means clustering in a kernel feature space [13]. Pavlidis
[14] minimizes the variances inside each segment by an
agglomerative algorithm, which is controlled by a threshold
value. Lopès et al. [15] suggest to use the watershed algorithm
or region merging to join preliminary segments found in SAR
imagery.
In Section II, we first describe the hypothetical two-part code
of our approach. We estimate the code length for encoding the
segment boundaries and the actual pixel values for two different
image models (Gaussian distribution and Gamma distribution).
It is shown that both models imply identical cost functions. In
Section III, we present the agglomerative segmentation algorithm, for which we investigate time and memory requirements.
Segmentation results for multispectral imagery and for SAR
data document the high quality of the resulting segmentations
in Section IV.
Nomenclature
,
,

,

density of normal/gamma distribution;
index set for segments;
area, mean, and variance of segment
;
random variable for relative orientations of
boundary linelets;
variable indicating the presence of a reference
edge next to the current boundary position;
boundary length of segment , i.e., number of
unit moves required to surround it;
number of reference edges incorporated in the
boundary of segment ;
number of reference edges located on or being
adjacent to the boundary of segment ;
probability of encountering a reference edge
when not being located on a reference edge
already;
probability to choose a reference edge for the
boundary of segment provided that there is
one available;
costs for encoding the boundary of segment ;
costs for encoding the pixel values given the
boundaries;
number of pixels (entire image);
upper bound on the number of neighbors that
a single segment can have in any level of the
hierarchy.
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II. TWO-PART CODING
We consider an image as a rectangular lattice of pixels.
Depending on the number of image channels, each pixel can
feature one or more scalar pixel values. The pixel values are
discrete numbers, which are assumed to have emerged from
quantizing continuously valued data sources. In the following
considerations, we will focus on single-channel data first,
i.e., we assume that a single gray value is observed at each
pixel. At the end of the section, we generalize the approach to
multichannel data.
Gray values in natural images are usually dominated by regular spatial arrangements, which determine their local probability distribution. In close analogy, image segmentation algorithms decompose images into several patches that are in some
sense homogeneous. The resulting tessellations are an attempt to
represent the inherent structure that controlled the image formation process. Accordingly, any meaningful segmentation result
can already be regarded as a very coarse representation of the
image, which nevertheless captures much of the relevant information in it. It is, therefore, possible to use image segmentation
results as an appropriate preprocessing for image compression.
The complete encoding process can be defined as a two-part
coding scheme [4], which is depicted in Fig. 1.
The essential idea of two-part coding is to first transmit a parameter set , which represents the selected image model (i.e.,
the segment boundaries and the relevant statistical attributes
of the individual segments). When knowing , the hypothetical decoder can uniquely assign each pixel to a certain segment. In addition, it is possible to reconstruct the expected distribution of pixel values inside each segment, usually by resorting to a parametric model. The second part of the coding
scheme consists in transmitting the actual pixel values. Since
the expected distribution of pixel values inside each segment
has already been transmitted, each pixel can now be encoded
according to a prefix code that is optimal for the expected distribution of the corresponding segment [2]. Therefore, the expected description length for a single pixel scales with the color
entropy of its respective segment, which will usually be considerably lower than the color entropy of the entire image. For convenience, we will measure the description length in nats instead
of bits in the following. The nat is the information unit when
using the natural logarithm instead of taking the logarithm to
the base 2 [2].
The hypothetical coding scheme depicted in Fig. 1 is special
in the sense that both the encoder and the decoder are allowed to
have some common a priori knowledge about the image structure. This a priori knowledge is provided as a reference map that
indicates some potential boundary locations (reference edges).
Due to the hypothetical nature of the coding scheme, the user
has to select a suitable reference map that depends on the specific image processing application at hand. The reference map
is typically encoded as a binary image of the same size as the
original image. The one bits mark pixels on reference edges,
whereas the zero bits denote that a pixel might be located in a
homogeneous segment. Reference edges can, for example, be
obtained by querying a geographic information system (GIS) or
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Fig. 1. Suggested coding scheme. (Left) Both encoder and decoder can access a reference map that may contain some potential boundary curves. (Middle) The
first step consists in transmitting the true boundaries, means, and variances of each segment, so that the decoder obtains a first rough sketch of the image. Bold
arrows indicate boundary tracking. (Right) The second coding step provides the actual pixel values. Bold arrows indicate line-by-line transmission.

by applying an edge detector to the image. The reference map
can even be completely blank, if no a priori information about
potential boundary locations is available. Our approach does not
require that the reference edges have to be correct. In fact, if GIS
data are outdated, there may be obvious inconsistencies between
them and the actual image. The essential idea is that, if some
useful information is contained in the reference map, this information can be exploited to improve the efficiency of the code: it
will contribute to reducing the required code length, and it can
guide the encoder in defining appropriate segments. If on the
other hand the reference edges are statistically independent of
the image, then they will most likely not be used for boundary
coding, since they do not favor homogeneous segments with low
variance.
A. Encoding Segments With Side Information

Fig. 2. Chain code derivative for four-connectivity. (a) Unique indexes are
assigned to each direction. (b) Code generation by recording the sequence of
indexes obtained while proceeding along the boundary of a segment. When
starting at the upper left corner of the segment, one would obtain the code (2, 2,
1, 3, 1, 3, 1, 1, 3, 1, 2, 1, 3, 1, 2, 2) in this case.

Let us assume without loss of generality that the hypothetical encoder is going to disclose the boundary of segment to
the decoder. The boundary can be described as a sequence of
consecutive linelets that enclose the segment. Each linelet corresponds to a horizontal or vertical step along a single pixel. In
total, there are
linelets on the boundary of segment .
of them are supposed to coincide with reference edges.
The following calculation is a compromise between determining the exact minimal code length for the boundary data and
bounding the computational complexity. The latter demand is an
important issue, since we aim at finding a sufficiently fast optimization scheme with moderate memory requirements.
As illustrated in Fig. 2(b), we assume that the encoder defines
the boundary of a segment by gradually pacing ahead until ar-

riving back at its starting position. It successively moves on a
virtual grid that is composed of horizontal and vertical linelets
between neighboring pixels. While proceeding in this fashion,
the encoder must permanently decide among three options: it
can turn either clockwise or counterclockwise, or it can move
straight on. We regard the outcomes of these decisions as realobtained by statisizations of a random variable
tically independent sampling. The black arrows in Fig. 2(a) are
labeled with the three options for provided that the gray arrow
indicates the previous boundary linelet. Two different cases,
, substantially afwhich are described by a variable
indicates
fect the distribution from which is drawn.
that none of the three options for the current boundary step is
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marked as a reference edge, whereas
indicates that at
least one reference edge is among the options. In order to estioccurs while iterating along the
mate how often the event
boundary, we make some assumptions. If the encoder has made
its previous step [gray arrow in Fig. 2(a)] along a reference edge,
then the probability of having another reference edge in its direct neighborhood is assumed to be approximately equal to 1.
Consequently, the encoder can choose among either remaining
on the reference edge or heading toward another direction. If, on
the other hand, the previous step does not coincide with a reference edge, we will assume that the probability of arriving next
to a reference edge is equal to a value , which is considerably
smaller than 1 (in practice,
is estimated from the fraction of
reference edges in the entire image). If the final boundary is
steps long, and if
of these steps are located on reference
occurs apedges, we can then conclude that the event
proximately
(1)
times while iterating along the boundary. So, the encoder has
chances to select a reference edge for its
had approximately
next step, and it has taken this opportunity with an empirical
probability of
(2)
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Fig. 3. Average costs for a single step along the boundary of segment  as a
=n . The dashed line is positioned at log 3.
function of n

While proceeding along the boundary, the situation of being
next to a reference edge occurs
times, whereas in
cases no reference data are available. The description length
for encoding a single step along the boundary is given by the
conditional entropy of given [2]. For encoding the entire
boundary of segment , we expect a code with
(5)

is, therefore, the estimated probability that the encoder continues the boundary by a reference edge provided that a reference edge is in fact an option
.
, then we assume for lack of a priori information
If
that any of the three alternatives is equally likely to be chosen.
The average costs for encoding the following step are, therefore,
given by the entropy of the uniform distribution:
(3)
The coding costs can become significantly smaller if
. As
outlined above, we know that the reference edge will be chosen
with an approximate probability . The remaining two directions are assumed to be chosen with equal probability. Therefore, the expected coding costs for this step are given by

(4)
In (4), we implicitly assume that reference edges do not cross,
i.e., that at most one reference edge can be chosen at a time. This
assumption appears to be reasonable because intersections can
be regarded as rare events. Similarly, the reasoning behind (1)
is based on the assumption that breaks in reference edges rarely
occur. Both assumptions are approximations that serve the goal
to obtain an efficiently computable estimate for the expected
code length.

nats. This estimate is equal to the length of a chain code derivative [16] under the given assumptions.
The plot depicted in Fig. 3 investigates how the code length
is influenced by the fraction of reference edges included in the
boundary. The curve reaches its maximum value of
if
the event of being chosen for the segment boundary is statistically independent of being a reference edge. In the interval
one observes a positive correlation between
the two events, so that the average code length is smaller
, and it decreases monotonously if the fraction of
than
reference edges in the boundary increases. The costs become
zero if the decoder can simply follow the reference edges to
restore the entire boundary
. The code length
if there is a negative correlation
is also smaller than
between being a reference edge and being incorporated into
the boundary, since in this case the reference information also
reduces the uncertainty of boundary prediction. This fact causes
the increase in the interval
. One might suspect
that this trait poses a problem for greedy optimization schemes,
because in principle it can prevent the segmentation algorithm
from incorporating a new reference edge into a boundary that
does not contain reference edges yet. However, we have not
noticed any unfavorable consequences in our experiments so
far, and we doubt it can become an issue in practice. The plot
in Fig. 3 is valid for
, which is a typically measured
value if the reference edges are obtained from the Canny edge
is smaller or larger, the curve
detector [17]. If the value of
will be shifted to the left or the right, respectively. In terms
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of the cost function, therefore, the fewer reference edges are
provided, the more attractive it becomes to place a boundary
upon them.
The costs for completely encoding all segment boundaries are
approximated by
(6)
nats, where the factor 1/2 accommodates the fact that most
boundary pixels have been counted twice this way (once for
each of the two segments that they separate).

Lemma 2 (Gamma Distribution): Regarding the order parameter as constant for a Gamma distributed signal with probability density function (pdf)
(9)
the corresponding differential entropy is given by
const.

(10)

,
,
is the variance of the signal, and
where
is the Gamma function defined by

B. Encoding the Pixel Values
After having encoded the segment boundaries, one has to encode the distributions of pixel values inside each segment to
complete the image model. In this paper, we will concentrate
on two common image models that cover both multispectral and
SAR imagery, namely the Gaussian distribution and the Gamma
distribution. For both distributions, the mean and the variance
form sufficient statistics [18]. Therefore, if the pixel distributions inside each segment follow either a Gaussian or a Gamma
distribution, it is sufficient to encode the empirical mean and
variance to communicate the complete statistical model to the
decoder. Assuming that the number of segments is fixed, the
code length for the parametric distributions becomes a constant
and, therefore, will not be regarded further.
However, after having specified the image model, the actual
pixel values have to be encoded. In the following, we demonstrate that the codes for Gaussian or Gamma distributed data
give rise to identical cost functions.
The Gaussian distribution is the most commonly used distribution for describing the statistics of remote sensing data. In
fact, for multispectral or hyperspectral imagery, the Gaussian
distribution is usually the model of choice [19], [20]. Similarly,
single-look SAR images are often assumed to have independently Gaussian distributed real and imaginary signals [21]. The
differential entropy of a Gaussian distributed signal scales like
, where
is the variance of the signal [2].
Lemma 1 (Gaussian Distribution): The differential entropy
of the Gaussian density
(7)
is given by
const.

(8)

denote the mean and the variance, respectively.
where and
When operating on SAR imagery, multilook data are usually preferred over single-look data due to their enhanced noise
properties. The intensity of -look SAR data can be modeled
by a Gamma distribution with order parameter [21]. On the
const. (which is reasonable, since the
assumption that
number of looks depends on the processing device and not on
the observed terrain), the following lemma holds [22].

(11)
Therefore, even for multilook SAR intensity data, the differen, where
is again the
tial entropy scales linearly with
variance of the signal [22].
So far, we have investigated the differential entropy of two
real valued image models. Digital images contain discrete pixel
values, though, because the sensor input has to be quantized
for digital processing. For any continuous random variable with
and differential entropy , quanRiemann-integrable pdf
tizing at a bin-size of will result in a discrete random variable
can be approximated by
with entropy .
(12)
when goes to zero [2]. Consequently, transmitting the pixel
values of all segments
with conditional pdfs
will
require a code of approximate length
(13)
is the number of pixels in segment ,
where
the number of pixels in the entire image, and

is

(14)
is the differential entropy of segment [2]. This finding gives
rise to the following theorem.
Theorem 1 (Pixel Encoding): Consider an image that is the
quantized version of a continuously valued signal. Assume that
the pixel values in each segment have been sampled from
, which satisfy the requirements of either
conditional pdfs
Lemma 1 or Lemma 2. Furthermore, assume that the segmentation itself has already been encoded. Dropping constant terms,
the remaining costs for coding the pixel data scale like
(15)
The popular -means algorithm can be shown to optimize
[22]. As will be shown below, the
an upper bound on
similarities to -means give rise to an efficient optimization
scheme that closely resembles Wards’ clustering [11].
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C. Setting Up the Cost Function

A. Greedy Agglomerative Segmentation

The complete cost function measures the expected code
length according to the suggested two-part coding scheme. It
and
is, therefore, the sum of

We will now describe how both demands can be satisfied by
an agglomerative segmentation approach. Agglomerative segmentation is also known as region merging in the literature [16].
The initial state of our algorithm is to allot a single segment
for each pixel. Given an image with pixels, the initial model
has thus granularity . The algorithm then continues to select
pairs of adjacent segments that are joined to form compound
segments. Compound segments replace their precursors, so that
in consequence the model granularity is decreased by one after
steps, the algorithm has geneach join operation. After
erated a consistent hierarchy of segmentations at different levels
of granularity.
The main difficulty of designing agglomerative segmentation
algorithms is the iterated selection of segments to be joined [10].
Our algorithm always chooses those two segments for which
before and after the join
the difference between the costs
operation is minimal. To proceed in such a way, it is necessary
to know the incremental costs of all possible join operations at a
time, and to determine the minimum value among them. For the
related Ward’s method [11], which implements the -means
cost function, it has been proven that the incremental costs can
be computed in constant time if one stores the mean vectors
of each cluster [11]. A similar finding also holds for the cost
presented in Section II-C.
function

(16)

where
can be computed according to (5).
We suggest to reduce the segmentation of multichannel images to the single-channel case by computing the average code
length for a single channel. If we have channels in total,
, let
denote the variance of segment in channel .
Then the multichannel cost function reads
(17)

This cost function refers to a scenario in which the decoder
is known to request one channel only, while the index of this
channel is unknown at segmentation time. Alternatively, one
could consider a scenario in which the decoder requests all
image channels at a time. Our experiments with SAR data show
that the code length for encoding all channels at a time can
be approximated reasonably well by adding the code lengths
of the individual channels. This finding is probably due to the
strong speckle noise that affects the channels independently.
However, in order to make sure that the influence of the reference data persists for multichannel imagery, the cost function
(17) appears favorable.
The cost
has the advantage of being a sum over all
segments , so that, whenever an optimization algorithm decides to modify the boundary between two segments, only the
cost values of these two segments will be affected. Accordingly,
any local modification of a given segmentation will trigger local
updates for the modified segments and their neighbors to keep
track of the hypothetical costs of future modifications, but it
will not be necessary to update the properties of any of the
other segments. This fundamental property of the cost function
is a desirable prerequisite for finding computationally tractable
optimization schemes. In the following section, we also show
that the time for updating
after having merged two segments does not depend on the number of pixels within the
segments.
III. OPTIMIZATION
In Section I, we have imposed some important constraints
to the segmentation algorithm. Since it is designed to process
remotely sensed imagery, it must be able to handle large images in reasonably short time. Therefore, its time demands and
its memory requirements should have a scaling behavior that
is still economical for practical applications. Second, the algorithm should preferably be able to produce consistent segmentation results at various resolution levels, from which the user
can select an appropriate one for the particular application.

B. Computational Complexity
Provided that all incremental costs are known, the optimal
cluster pair can be selected in a computationally efficient way:
the different cost values are stored in a priority queue, so that the
minimum value can be determined in constant time. However,
after having merged two clusters to form a single cluster, it is
necessary to update the incremental costs of merging any other
cluster with the new one. Since this operation is frequently required, it should be possible to compute those incremental costs
very efficiently.
consists of two terms
As noted above, the cost function
and
, which relate to segment boundaries and individual pixel values, respectively. Without loss of generality, assume that the algorithm considers merging the segments 1 and
2 to form a compound segment with the index 3. As a result of
would increase by
this merge operation,

where

is again the size (in units of pixels) of segment
. The parameters , , and denote maximum-likelihood (ML) estimates for the gray value variances of segments
satisfies the consistency constraint
1 to 3, respectively.

(18)
where
and
are the empirical means of segments 1 and 2.
can easily be computed
Therefore, the cost increment
if one stores (and continuously updates) the size, the mean gray
value, and the variance of each segment. Since at most segments have to be taken into consideration at a time ( denoting
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the number of pixels), the additional memory required for this
approach scales linearly in .
However, following the two-part coding scheme of Section II,
one also has to compute the cost increment for encoding the
segment boundaries. As described in Section II-C, the correwill change by
after joining
sponding cost term
two segments 1 and 2
(19)
denotes the boundary costs of the segment
as introduced in (5). For an efficient computation of
, one has to store for each pair of adjacent segments the
length of their boundary, measured in unit steps, and the number
of reference edges on that boundary. Since there are at most
pairs of adjacent segments in our case, the required memory
. After joining the segments 1 and 2, boundary
scales like
length and number of reference edges have to be updated for
all adjacencies of the compound segment 3. If we assume that
there is a constant upper bound on the number of neighbors
that a single segment can have, then any join operation entails
.
computations that require time
If the possible merge operations are stored in a priority
queue, the cheapest merge operation can be determined in a
single operation. Since at any time of the optimization the
, storing the
number of possible merge operations is in
entire priority queue requires
memory. After joining two
segments, one has to update the potential cost values of all
merge operations that affect the recently created compound
segment. Relocating a possible join operation inside the pritime [23]. The compuority queue can be achieved in
, as
tation of the corresponding cost increment scales as
outlined above. If is again the maximum number of adjacent
segments that a single segment can have, then the update of
cost values after each join and the subsequent reorganization
of the priority queue require no more than
operations. Therefore, since the segment hierarchy is complete
joins, the computation of the entire segmentation
after
tree has a time complexity of
. We, therefore, state the following theorem.
Theorem 2 (Complexity): Assume that an image with
pixels is segmented according to cost function
. If at any
position in the hierarchy tree the maximum number of neighbors per segment is bounded by , then the entire hierarchy
time and
of segments can be computed in
space, respectively.
Let us close with an average-case remark on the number
of neighbors that a segment can have. Experiments show that
the size of the segments grows with roughly the same speed
in all parts of the image, if one optimizes the cost function
without any boundary regularization. Consequently, the
number of neighbors that a single segment has is typically quite
, the
small, which makes this method very fast. Unlike
penalizes complex boundaries,
regularized cost function
which encourages the early formation of large segments with
very regular contours, but long adjacency lists (typically, these
are the segments that cover the least noisy parts of the image).
turns
Therefore, optimizing the combined cost function
where

alone.
out to be significantly slower than optimizing
However, it can be argued that the encouraged formation of
large segments should vanish if the processed images are sufscales with the area
ficiently large. In fact, the cost term
of the segments, whereas the boundary regularization scales
with the length of the segment boundaries (i.e., with the square
root of the area). Hence, there is a maximum segment size up
. Above this
to which the boundary term can dominate
maximum size, the behavior of the algorithm is mainly con, i.e., the growth of the large segments will
trolled by
slow down, while merging pairs of small segments will be favored. In consequence, the average number of neighbors per
segment will decrease again, so that asymptotically for large
can be expected to have a
image size the cost function
.
similar run-time complexity as
IV. APPLICATION TO MULTISPECTRAL IMAGERY
The described model has been applied to both multispectral
and radar imagery. For image segmentation, the multispectral
sensors are of course the more convenient data source, since they
usually offer both a large number of different channels and a
comparatively good SNR. Vice versa, segmenting SAR imagery
is the more challenging task, but SAR data offers the possibility
to test if the predicted noise robustness can in fact be achieved
by our algorithm.
The following results are based on reference data generated
by the Canny edge detector [17] except for cases when we
explicitly indicate a different experimental setup. The Canny
edge detector (used parameter settings: standard deviation of
2.0 pixels, hysteresis thresholding with thresholds 0.7 and 0.3,
gray values normalized to the interval [0; 1]) is merely one
option among a large set of potentially useful edge detection
techniques. It has been chosen here because it is well known,
its applicability is not restricted to a certain sensor type, and because it has been found to work very well in practice. However,
we would like to emphasize that the scope of the segmentation
approach is not limited to incorporating the Canny detector into
the segmentation process. Any appropriate source of boundary
information can be used instead.
Fig. 4 shows a typical segmentation result for multispectral
imagery. Six channels were used for the segmentation of this
Landsat Thematic Mapper (TM) image, a composite of the first
three channels being shown in Fig. 4(a). It required 2:32 min. on
a Pentium III, 1-GHz computer to calculate the entire hierarchy
tree for this image. It is not obvious how to select representative
hierarchy levels from such a tree, though. In fact, there might
not even be a unique solution to this problem. One could, for
example, be interested in generally separating urban structures
from agricultural fields, whereas other applications might require to detect individual buildings or trees. It has been exactly
this ambiguity that originally initiated the demand to generate a
hierarchy of solutions rather than a single segmentation result.
The selection of an appropriate hierarchy level is closely
related to the problem of model selection in unsupervised
learning, which is a lively discussed topic in applied statistics
and machine learning. A variety of different solutions have been
suggested for this task, ranging from the MDL criterion [24],
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Fig. 5. Screenshot of the graphical user interface. The small overview window
supports navigation through large images.

2

Fig. 4. Segmentation of a Landsat TM image (650
1100 pixels) using
the cost function
. (a) Original image. (b) Segmentation result for the
automatically determined default resolution (1297 segments). (c) Closeup of
the upper right corner of (b) (original data have been superimposed).

H

[25] to statistical tests [26]–[28] or cluster stability analysis
[29]. Selecting the model in the spirit of the MDL criterion
is probably the most obvious strategy for the cost function
, because
is explicitly designed to estimate the
coding costs, so that most naturally the resolution level with the
minimal cost value could be chosen. However, in the current
implementation of the algorithm, a different approach is used,
which is based on a characteristic observation described in
Section III-B. Up to a certain hierarchy level, the boundary
regularization term induced by the two-part coding scheme

promotes the fast growth of large homogeneous segments,
while other segments with locally atypical pixel values remain
very small. When the large segments arrive at their natural
boundaries, however, they start to absorb the remaining small
segments in their interiors. At this stage, joining a large segment with a small one becomes more advisable than joining it
with another large neighbor. Even if the first operation slightly
broadens the sharply peaked pixel value distribution of the
large segment, the resulting cost increment is smaller than the
cost increment caused by merging two large segments with significantly different distributions. The hierarchy level at which
the last very small segment disappears typically coincides with
the level at which the essential image structure has been found,
because at this stage the algorithm is forced to join even large
segments with significantly different color distributions. So, the
current implementation of the algorithm memorizes the hierarchy level at which the last very small segment (covering only
one pixel) disappears. After having completed the entire hierarchy, it displays the corresponding segmentation as the initial
default solution, which the user can vary afterward according to
their particular needs. User interaction is supported by a slider
on the graphical user interface (Fig. 5). Any movement of the
slider triggers instantaneous displaying of the corresponding
hierarchy level, which is readily accessible from the computed
tree structure.
Fig. 4(b) presents the default solution for the Landsat TM
image in Fig. 4(a), which has been generated by the above described level selection strategy. The closeup in Fig. 4(c) shows
that the corresponding segments can be matched well to the
land-cover elements of the depicted scenery. Experiments show
that a very similar segmentation result can be obtained if one
alone, i.e., if one abstains from imuses the cost function
plementing the full two-part coding scenario. Presumably, this
effect is due to the good quality of Landsat TM data, which
combines a high SNR with a comparatively large number of
channels.
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(a)

(b)

L

Fig. 7. Average boundary length as a function of the number of segments [
distance, measured on Fig. 6(a)]. (Dashed and solid curves) Optimization with
cost function
or regularized cost function
, respectively.

H

(c)

(d)

2
H

Fig. 6. (a) Single-band SAR image (400
400 pixels). (b) Agglomerative
(default segmentation
=
segmentation result for cost function
110 segments). The segment boundaries have been outlined for enhanced
, i.e.,
visibility. (c) Corresponding segmentation result for cost function
without any boundary regularization. (d) Regularized result (cost function
) for 5000 segments.

H

H

V. APPLICATION TO SAR IMAGERY
The situation for processing SAR data is completely different,
as will be demonstrated in this section. Contrary to multispectral imagery, SAR imagery is always degraded by a significant
amount of speckle noise, so that some regularization is usually indispensable. In fact, there is compelling evidence that
a segmentation that simply maximizes the homogeneity inside
the individual segments is usually inadequate for SAR data.
Fig. 6(c) depicts a typical SAR segmentation result that has been
, i.e., without using any
computed for the cost function
boundary regularization. Even though the image has a clear geometrical structure, the agglomerative segmentation algorithm
creates segments with highly irregular, almost fractal boundaries. Due to speckle noise, SAR images are very likely to feature abundant sets of pixels that are more similar to the average
value of a neighboring segment than to the average value of their
own segment. These pixels may form meandering paths that
can vastly extend into neighboring regions. Therefore, only very
strong edges (boundaries between segments with substantially
different brightness values) are represented well in Fig. 6(c),
whereas adjacent segments with similar mean values proliferate
into each other. The same effect is illustrated in Fig. 7, where the
average length of a segment boundary is plotted as a function of
the overall number of segments. It can clearly be seen that the
segment boundaries get consistently shorter (i.e., more regular)
if their code length is considered.
Fig. 6(b) shows the same segmentation result for the regular(Section II-C). The number of segized cost functional
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ments has again been chosen automatically by memorizing the
hierarchy level at which the last one pixel segment disappears.
It is evident that the segment contours are noticeably smoother
than in Fig. 6(c), and the image structure is well represented.
This property is a consequence of considering description costs
for segment boundaries. The segmentation algorithm receives
additional guidance from the reference map (here: output of
the Canny edge detector), which results in improved robustness
against pixel noise.
Fig. 6(d) illustrates the mentioned effect that is used to automatically select an appropriate hierarchy level: the boundary
regularization term first encourages the fast growth of the welldiscernable segments, whereas some other image patches do not
exceed a size of very few pixels until the final shapes of the
large segments have mostly been detected. When the favored
large segments form a complete cover of the image and their
steady incremental growth has been completed, the last small
segments finally disappear. At this hierarchy level, the essential image structure has usually been discovered, i.e., the large
segments represent a decomposition of the image into patches
that can intuitively be mapped onto visually well discernable
regions. In Fig. 6(d), the encouraged growth of the large segments has not yet been completed. Some remaining very small
segments are clearly visible. They are typically located either
at the boundaries between adjacent large segments, or they represent small groups of pixels with significantly deviating gray
values.
Fig. 8 demonstrates the capability of the approach to visualize SAR imagery at various levels of detail. The original image
(L-band composite shown at the bottom of Fig. 8) has been taken
near Ehingen, Germany. It is 1900 1600 pixels large. Since
both the L-band (three polarizations: L-HH, L-HV, L-VV) and
the X-band (two polarizations: X-HH and X-VV) were used for
its segmentation, a total of five different channels had to be processed, which took 10:56 min on a Pentium III 1-GHz computer.
Two segmentations taken from the resulting hierarchy tree are
shown above the original image. The segmentation with 200
segments is depicted at the top of Fig. 8. It demonstrates that
even at a coarse level, the essential image structure can be reproduced very well. In fact, a comparison with the original image
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for the urban area in the upper left quadrant: it is represented
by a conglomerate of few large segments that are fragmented
by major roads. The remaining part of the image is dominated
by crop fields, among which the large ones remain clearly visible, yet small details like scattered individual trees disappear.
The default segmentation corresponding to the automatically
determined hierarchy level is shown in the middle of Fig. 8.
On this fine scale, small details like trees or individual buildings become visible. Likewise, the contours of small crop fields
are detected, and crop fields with an inhomogeneous vegetation
cover are split into homogeneous parts. The gradual refinement
of image structures can be continued by iteratively choosing
more detailed solutions from the hierarchy tree until arriving at
the original resolution depicted at the bottom of Fig. 8.
VI. INFLUENCE OF REFERENCE DATA

Fig. 8. L-band composites of several hierarchy levels that were generated
for a polarimetric SAR image. (Top to bottom) 200 segments, 9924 segments
(automatically determined default resolution), and full resolution.

reveals that this segmentation result is a comprehensive and accurate approximation of the full-resolution data. The forest in
the left lower quadrant of the image is represented by a few
segments only, so that only some very obvious attributes like
large clearings and areas of significantly different textures remain visible as individual patches. The same observation holds

The possibility to incorporate reference data is one of the
major contributions of this paper. We describe this feature for
an example test site located at the low mountain range between
the town Altenberg in Saxony (Germany) and the border to the
Czech Republic. This area is of particular interest to forestry,
because it offers the possibility to investigate the success of reforestation projects. Our experiment is based on the reference
map depicted in white in Fig. 9(a), which indicates different
forest stands. The data have been acquired from a forest inventory database (courtesy of the Landesforstpräsidium Sachsen).
Geocoding and mapping to the SAR imagery was performed by
Infoterra GmbH using orthorectified CIR images.
Fig. 9(a) shows the original dataset with the corresponding
reference map. The depicted image is a composite of three channels (L-HH, L-HV, X-HH). It is 970 830 pixels large. The
first segmentation result depicted in Fig. 9(b) is obtained if neither the reference map nor any other side information are made
available to the hypothetical decoder. To make the different results comparable to each other, we only show the results at a
hierarchy level of 500 segments. Fig. 9(b) gives evidence to the
presumption that empty reference maps may occasionally promote the formation of blocky structures. Since the hypothetical
boundary description language is based on horizontal and vertical linelets only, diagonal boundaries incur comparatively long
boundary codes. Therefore, they appear disadvantageous to our
model, which tends to favor vertical and horizontal boundaries
in turn. By employing the output of the Canny edge detector as
side information, as depicted in Fig. 9(c), this effect can be alleviated, and the segment boundaries become smoother. When
using the full reference information [Fig. 9(d)], the boundaries
appear most regular. Notably, only those reference edges are
used that can actually be matched to observable image structures. Segments are also detected with acceptable precision in
those areas where reference edges are missing. In summary, the
approach reliably identifies the inherent segment structure by
analyzing local color distributions. It is able to take advantage
of additional reference data to further enhance the quality of
the segmentation. However, the reference data are not blindly
incorporated, but they are carefully checked and, if necessary,
adopted to match the actual image structure.
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Fig. 9. (a) Test site Altenberg. White lines indicate reference boundaries. (b)–(d) Segmentation results if reference map is (b) left blank, (c) generated by Canny
edge detector, and (d) obtained from the GIS system.

VII. CONCLUSION
We have presented a novel agglomerative image segmentation algorithm. It is in many respects tailored to the specific
needs that have been formulated by users of remote sensing data.
As opposed to many other segmentation approaches that combine highly complex models and robust but slow optimization
techniques, the algorithm suggested here is purely deterministic and fast. It minimizes a well-defined objective function,
which has been derived from the concept of two-part coding
with side information. Where applicable, the algorithm can utilize reference vectors (e.g., cadastral data), which are provided
to enhance the segmentation quality. It constructs a tree of segmentation solutions, so that interactive users can easily choose
adequate levels of granularity according to their particular demands. A simple heuristic has been presented to automatically
select a default solution that the user can start with. These default solutions have been shown to represent the image content
reasonably well, i.e., they usually capture the relevant details

without oversegmenting the image. The running time of the al, where
gorithm has been analyzed to be in
is the number of pixels, and
is the maximum length of a
segment adjacency list.
The algorithm has successfully been applied to both multispectral and radar imagery. Although implementing a purely deterministic optimization scheme, it could be shown to provide
highly competitive segmentation results combined with attractive running times.
After some modifications to accommodate the typical statistics of other image domains, the model could supposedly be
used for content-based image retrieval or for object recognition
as well. To process photographic imagery, a typical modification would be to compensate for illumination effects like strong
color gradients inside individual segments. One could furthermore augment the original image data by estimating local texture models to obtain more precise predictions of local color
values.
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In our future work, we plan to include the approach into a
system for the contextual classification of remotely sensed data
[28]. There is strong evidence that, by applying powerful classification strategies like support vector machines [30] to the histograms of entire segments instead classifying individual pixels,
one can mostly reduce the influence of pixel noise to a minimum. Hence, we expect that its robustness and its convenient
handling renders the approach a valuable tool to recognize land
cover types both accurately and efficiently.
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