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Abstract. Dense depth maps can be estimated in a Bayesian sense from
multiple calibrated still images of a rigid scene relative to a reference
view [1]. This well-established probabilistic framework is extended by
adaptively reﬁning a triangular meshing procedure and by automatic
cross-validation of model parameters. The adaptive reﬁnement strategy
locally adjusts the triangular meshing according to the measured image
data. The new method substantially outperforms the competing techniques both in terms of robustness and accuracy.

1

Introduction

The demand for 3D models from 2D images has drastically increased during the
last decade. Applications like web-publishing, surveillance and special eﬀects
for the movie industries rely on accurate representations of the imaged scene.
Therefore, several approaches have been proposed to dense 3D reconstruction.
Stereo matching has mainly been studied in the context of small-baseline stereo
and for almost parallel planes [2].
The development of distinctive image features e.g. SIFT [3] that are able to
ﬁnd image correspondences between images taken under wide-baseline conditions, reduced the need for a large number of images to cover an important
viewpoint change. High resolution images can be used that oﬀer a high level
of detail for the 3D modeling step. Strecha et al. [1] addressed the problem of
dense stereo from such few high-resolution, wide-baseline images. The authors
employ a probabilistic framework to model the image generation as a statistical
process in order to gain the most probable scene represented by a depth map
relative to a reference view. This estimate is achieved under the assumption that
most surfaces obey the Lambertian model. Gargallo and Sturm [4] presented a
similar approach using multiple depth maps. However, dense stereo still remains
a hard problem and is viewed as the bottleneck of many applications of 3D
reconstruction and view synthesis.
Our method extends the approach proposed by Strecha et al. by using a novel
adaptive reﬁnement technique based on a triangular mesh. The complexity of
the mesh is automatically adjusted according to the measured image data. The
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resulting representation then depends on the amount of texture in the scene and
it does no longer use a predeﬁned homogeneous pixel grid that ﬁnds no features
for matching in homogeneous regions. The adaptive method clearly outperforms
the competing methods like the approach of Strecha for scenes containing such
locally homogeneous regions.
Various methods for dense 3D reconstruction depend on a variety of parameters to tune the prior knowledge, like the amount of smoothing in the model of
Strecha or the number of triangles to represent the depth map in our adaptive
reﬁnement method. Therefore, we advocate a cross-validation method for model
selection in 3D reconstruction. The cross-validation enables us to select the parameters (like smoothing priors) or model complexity in the triangular mesh.
Furthermore, we adapted the mean squared error to compare the diﬀerent 3D
reconstruction methods.
In this paper we will give a brief description of Strecha’s probabilistic approach for 3D reconstruction (sec. 2). Our new adaptive reﬁnement technique
is described in section 3. In section 4 our new cross-validation technique is presented. The comparisons of the diﬀerent methods and the results of the model
selection are given in section 5.

2

Probabilistic Wide-Baseline Stereo

Strecha et al. [1] developed a performant approach for dense stereo reconstruction
from a few wide-baseline images. Given a set of calibrated input images, the
authors use a probabilistic framework for the estimation of the most probable
depth map relative to a reference view. The procedure is based on a maximum
a posteriori estimation by expectation maximization (EM). The cameras are
calibrated beforehand using a robust interest point detection/description scheme
like [3] and the calibration method described in [5] based on the estimation of the
absolute quadric. An initial solution for EM is obtain from the detected interest
points.
Given a set I = {I1 , ..., IN } of N input images and their corresponding calibration matrices P1 , ..., PN , the aim is to estimate a depth map D1 for one
of those images. Typically we have 3 to 10 images available. Without loss of
generality, the ﬁrst input image I1 can be chosen as the reference view for the
estimation of D1 .
If the depth value of the pixel x1 in image I1 is known, the pixel coordinates
can be transformed into any other image Ii of the set by the mapping xi =
li (x1 ; D1 , P1 , Pi ). This mapping is abbreviated as xi = li (x1 ). The input images
Ii are modeled as noisy measurements of the true image irradiance I1∗ having a
normally distributed noise  with zero mean.
Ii (li (x1 )) = I1∗ (x1 ) +  with

 ∼ N (0, Σ),

(1)

where Σ is the covariance matrix. The parameters D1 , I1∗ , and Σ are the parameters to be estimated.
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The method is based on images that were taken under wide-baseline conditions
and faces therefore the problem of occlusions and self-occlusions. In wide-baseline
conditions, we cannot assume that the whole scene is visible in every image. Thus,
only mutually visible information should be used for the computation of image
correspondences. This problem is addressed by introducing a set of visibility
maps V1 , . . . , VN ∈ {0, 1}, where Vi (xi ) = 1 if the transformed pixel li (x1 ) is
visible in the image Ii and Vi (xi ) = 0 otherwise. The posterior distribution of
the depth map can be written as

(2)
p(D1 , I1∗ , Σ|I) ∼ p(I|D1 , I1∗ , Σ, V )p(D1 , I1∗ , Σ|V )p(V )dV
p(I|D1 , I1∗ , Σ, V ) =

N 


N {I1∗ (xi ) , Σ} ,

(3)

i=1 xi

where p(I|D1 , I1∗ , Σ, V ) is the data likelihood. We choose a ﬂat prior for I1∗ and
Σ, which
incorporates
our expectations on the depth map p(D1 , I1∗ , Σ|V ) =


−R(I ∗ ,D )

1
1
exp
, where λ controls the amount of smoothing. R(I1∗ , D1 ) is a
λ
data-driven ‘regularizer’ of the depth map. As strong discontinuities should be
allowed depending on the relation of the gradient of the estimated true image I1∗ and the changes in the depth map, this regularization term is deﬁned
as R(I1∗ , D1 ) = ∇D1 T (∇I1∗ )∇D1 . T (∇I1∗ ) is the diﬀusion tensor deﬁned as
T (∇I1∗ ) = |∇I ∗ |12 +2ν 2 (∇I1∗⊥ ∇I1∗⊥ + ν 2 1), where 1 is the identity matrix, ν a
1

parameter controlling the degree of anisotropy and ∇I1∗⊥ is the vector perpendicular to ∇I1∗ . The diﬀusion tensors controls the amount of punishment of depth
discontinuities (∇D1 ). A high value of ν sets T (∇I1∗ ) towards the identity matrix and therefore all depth discontinuities will be treated the same way. Smaller
values of ν will lead to smaller values of R if the image gradient is perpendicular
to the current depth map discontinuity. An EM-algorithm that iteratively maximizes the posterior over all feasible depth maps and estimates the expectaion
of the visibility maps is used [1].

3

Adaptive Depth Map

The parameters for smoothness, λ, and anisotropy, ν are globally chosen for the
whole scene. However, the vast majority of scenes are combinations of rough
and smooth parts. But, global values for λ and ν can only be adjusted to one
kind of scene. Locally chosen parameters lead to an extremely large number
of parameters that have to be tuned (see section 4). Here, we present a novel
approach to overcome these problems for scenes with variable smoothness. Our
new approach locally determines the necessary amount of representation (the
degrees of freedom) inside the depth map. This is done by adaptively reﬁning a
triangular representation of the depth map in those regions that need to capture
ﬁne details without over representing homogeneous regions. That means, small
triangles for rough regions, but large and wide-spanning triangles for smooth
regions.
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At the end, the depth map consists of a triangular mesh with a small set
of vertices. The vertices are connected using Delaunay triangulation [6]. The
depth map is represented as a piecewise linear surface. Such a representation is
motivated by the implicit prior knowledge that the scene contains locally planar
patches. Moreover, it has the advantage to reduce the amount of memory space
by an order of magnitude. Therefore the computation time is reduced also. The
mesh reﬁnement method is related to adaptive image polygonalization [7] for
remote sensing.
For the estimation of the visibility maps, the true image irradiance I1∗ , and
the covariance matrix Σ, we used the same method as in 2. The individual depth
values of the pixels are sampled from the linearly interpolated depth map.
We have chosen a greedy approach to estimate the depth map. The optimization starts at a high scale resulting in a coarse approximation of the depth map.
The depth map is now iteratively reﬁned as follows. At each iteration, the resolution is locally increased only for the triangles for which depth discontinuities
have not been captured at the current scale (in those regions that really need to
be reﬁned). New vertices have to be introduced on those triangles whose data
likelihood could be substantially improved. From a computational point of view,
this problem could be solved by testing every discrete position of the new vertex,
optimizing its depth and remembering the best position. However, considering
the resulting amount of computational work, this is not feasible.
The data log-likelihood of a triangular image patch P is

Vi (x1 )(Ii (li (x1 )) − I1∗ (x1 ))t Σ −1 (Ii (li (x1 )) − I1∗ (x1 ))

. (4)
LP (I) = x1 ∈P
x1 ∈P Vi (x1 )
In order to speed up the computation of the data likelihood for large triangles,
only a subset of the pixels contained in the triangle are randomly selected and
the data likelihood is estimated on this subset only. This sampling technique
corresponds to the Nyström method used in numerical analysis. The greedy
algorithm works as follows.
1. Determine the triangle with the smallest data likelihood.
2. Search for the position of the largest gradient magnitude inside this triangle.
3. Insert a new vertex at this position, adjust the triangulation and optimize
the depth of this vertex according to the new triangulation.
If the triangle with the lowest likelihood is sub-divided, it is most probable
that the resulting reﬁnement will lead to a larger likelihood and therefore to
an improved reconstruction. Accordingly, triangles that already represent the
scene adequately, typically have high data likelihood values and will be left
unchanged. Figure 1 shows the entity of the optimization problem. The Delaunay
triangulation has to be adjusted locally. The depth value changes only for the
newly inserted point.
Figure 2 shows the gradual reﬁnement of the depth map for the city hall scene
in Leuven. The upper left image shows the coarsest approximation on the depth
map and the lower left image is the ﬁnest approximation.
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new point

Fig. 1. Inserting a new point in a given Delaunay triangulation. Left: Before insertion.
Right: After insertion.

4

Model Selection

The adaptive mesh reﬁnement method has only one free parameter: the number
of vertices in the triangular mesh. This simplicity is in contrast to the approach
followed by Strecha et al., who have to adjust the amount of smoothing λ and
the degree of local anisotropy ν.
The goal is to automatically choose the parameters that maximize the quality
of the depth map. Therefore, we need an appropriate loss function that estimates
this quality for a speciﬁc parameter setting. A simple measure for the deviation
of the two images, the original and the synthesized, is the mean squared error
or in our case the mean squared color diﬀerences. Therefore, the error measure
between an input image Ii and an virtual image Ii is the data log-likelihood

Vi (x1 )(yi − ỹi )t Σ −1 (yi − ỹi )

E(Ii , Ii ) = x1
,
(5)
x1 Vi (x1 )
where yi = Ii (li (x1 )) and ỹi = Ii (li (x1 )) .

(6)

Here, yi = Ii (li (x1 )) is the vector of gray values for the diﬀerent color channels.
For each color channel the gray value is between 0 and 1. For RGB images, the
range of this error measure lies between 0 and 3. The projected mesh does not
cover every pixel in the new image. This fact is expressed by Vi (li (x1 )) = 1 (if
visible) or Vi (li (x1 )) = 0 (not visible) for every pixel x1 in the reference image.
We are comparing only the visible image regions. This error measure is then
validated by cross validation. The test error is the mean squared error on the
test images. In the experiments presented we used the squared distance instead
of the Mahalanobis distance.
To perform cross validation for a speciﬁc parameter setting, the input images
are split up into two independent sets, a training set and a test set. Therefore,
only a subset of the input images is used for the reconstruction algorithm. Then,
using the obtained reconstruction, new virtual images seen from the cameras
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Fig. 2. Gradual reﬁnement of the depth map for decreasing scales (top left to bottom
left). Bottom right: Textured version of its neighbor on the left.

corresponding to the test images are created. These virtual images are compared
with the original test images by the mean squared error.
To determine the optimal parameter setting for a speciﬁc algorithm, the whole
parameter space could be sampled, keeping the best performing conﬁguration.
Such a procedure is redundant and time consuming to select the optimal parameters. In our greedy approach to increase the model complexity we do not
have to recompute the whole depth map. Instead, we just interrupt the greedy
method at a certain model complexity and compute the test error. This leads to
a decrease of runtime compared to the anisotropy prior methods.
For the Leuven cityhall scene, we show the cross-validation error curves in
ﬁgure 3 for the method proposed by Strecha et al. [1]. The setting here consists
of seven images. These are split into a training set of four images and a test
set of three images. The x-axis represents the parameter − log λ and the yaxis the cross validation error. In both plots, one can nicely see the transition
between the model over-ﬁtting on the left hand side and under-ﬁtting on the
right hand side. In the over-ﬁtting region not enough smoothing was performed.
In the under-ﬁtting area, the smoothness prior of the depth map dominates
the information contained in the data likelihood. Low anisotropy leads to bad
results due to the sensitivity of the smoothness penalty function towards image
gradients (every image gradient permits the existence of depth discontinuities
which lead to under-smoothing in ﬂat, but highly textured areas of the scene).
High values on the other hand ignore the information contained in the image
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Fig. 3. Cross validation errors obtained with the Strecha’s method for two diﬀerent
choices of the parameter ν. Left: ν = 0.01, Middle: ν = 100. Solid line: mean, dotted
line: standard deviation. Right: bias corrected CV error for adaptive reﬁnement.

gradients. The best results where achieved by setting ν = 100 and λ in the range
of [250 · 10−6 − 2000 · 10−6 ].
Our method has a much lower tendency to produce an over- or under-ﬁtting.
Furthermore the standard deviation of our method is much smaller. To show
that the adaptive reﬁnement also generates an under- and over-ﬁtting for small
and large number of vertices, respectively, we subtracted an image bias from the
error. The error is dependent on the base-line. The wider the baseline between
training and test images, the larger the error. Shifting the error curve for each
image down by the smallest value corrects this image dependent bias. Figure
3 (right) depicts the bias corrected cross-validation error. Here again one can
clearly see the under- and also an over-ﬁtting area.

5

Results and Comparisons

In this section, we show results of the adaptive reﬁnement method compared to
the method of Strecha et al.. Figure 4 shows the result on the Leuven cityhall
scene. The mean cross validation error achieved is 175.6·10−6 and outperforms all
the diﬀerent variations of the method presented before. The best conﬁguration
with Strecha’s method achieved so far had the cross validation error 181.3 · 10−6.
Figure 4 shows both the untextured and textured views of the estimated dense
reconstruction using our new adaptive reﬁnement method.
Since the Leuven cityhall is a highly textured scene, ﬁgure 5 shows an example of a less-textured scene. It demonstrates that the result obtained with
our method still provides a suﬃcient level of detail while making more sense
for less-textured image regions. The ﬁrst three columns of table 1 compare the
cross-validation errors of the two methods for diﬀerent resolutions. The ﬁrst column represents the number of triangles of the adaptive depth map. The adaptive
reﬁnement method performs clearly better than the method of Strecha et al..
Figures 6 and 7 are other examples for our adaptive reﬁnement method. This
scene consist of 17 images of a metal lion. Half of the images have been used as
training images and the other half as test images. Therefore, compared to the
oﬃce scene before, much more images are used to reconstruct this scene. The
cross validation errors of the two methods at diﬀerent scale are presented in the
last two columns of table 1. Here again, the adaptive reﬁnement method clearly
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Fig. 4. Untextured and textured views of the reconstructed city hall using the adaptive
triangulation method

outperforms its contender for all resolution levels. The large close-ups in ﬁgure
7 clearly show the diﬀerence between the depth map representation of the two
methods. While the ﬁrst method represents the scene in a uniformly sampled
grid, the adaptive reﬁnement method is able to capture the depth features with
detail dependent resolution.
The reconstructions achieved with the method of Strecha et al. contain a
high amount of noise (peaks). A higher amount of smoothing would have lead
to worse results because important depth features would have been wipped out
during the smoothing. The adaptive triangulation method is able to overcome
this problem and it generates better results and therefore it outperforms the
competing methods for all test cases; the reconstructed models achieve a higher
quality using less triangles than alternative approaches.
Table 1. Cross validation error for diﬀerent scales and resolutions. The ’-’ denotes,
that the reconstruction has not been performed for the corresponding resolution due
to time limits.
Oﬃce Scene
Lion Scene
resolution # triangles Strecha adapt. ref. # triangles Strecha adapt. ref.
167x126
3’257
0.075
0.065
2’864
0.128
0.102
335x252
13’738
0.076
0.063
18’663
0.167
0.118
670x504
21’147
0.079
0.063
26’876
0.124
0.119
1340x1009 118’369
0.064
115’738
0.126
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Fig. 5. Results of the method of Strecha (left) and with adaptive reﬁnement (right)

Fig. 6. Results of the method of Strecha et al. in the upper row and of the adaptive
reﬁnement method in the lower row. The images on the left denote the initial solution.
The images on the right show the synthesized images.

6

Conclusion

This paper presented a novel approach for the estimation of dense depth maps,
given a calibrated set of input images. A technique has been introduced to rate
diﬀerent parameter settings and to compare reconstructions using an objective
measure based on cross validation.
Furthermore, we presented a new way of successively reﬁning the depth map
estimation. The adaptive reﬁnement method based on triangular meshes was
shown to outperform an established method for dense depth map estimation.
The improved quality of the reconstructions is shown by a novel cross-validation
method.
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Fig. 7. Direct comparison of the two methods. The left image shows the result using
the method of Strecha et al. The plot on the right hand side shows the same scene
reconstructed with the adaptive reﬁnement strategy.
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